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ABSTRACT

1

Many contemporary data-intensive applications exhibit irregular
and highly concurrent memory access patterns and thus challenge
the performance of conventional memory systems. Driven by an
expanding need for high-bandwidth memory featuring low access
latency, 3D-stacked memory devices, such as the Hybrid Memory
Cube (HMC) and High Bandwidth Memory (HBM), were designed
to provide significantly higher throughput as compared to standard JEDEC DDR devices. However, existing memory interfaces
and coalescing models, designed for conventional DDR devices, are
unable to fully exploit the bandwidth potential inherent in these
new 3D-stacked memory devices. In order to remedy this disparity,
we introduce in this work a novel paged adaptive coalescer (PAC)
infrastructure with a scalable coalescing network for 3D-stacked
memory. We present the design and simulated implementation of
this approach on RISC-V embedded cores with attached HMC devices. We have carried out extensive evaluations and the results
show that the proposed PAC methodology yields an average coalescing efficiency of 56.01%. Further, our evaluation results also show
that the PAC reduces bank conflicts and the power consumption by
85.16% and 59.21%, respectively. Overall, PAC achieves an average
performance gain of 14.35% (and up to 26.06%) across 14 test suites.
These results showcase the potential of the PAC methodology as applied to architecture design for increasingly critical data-intensive
algorithms and applications.

Data-intensive applications and associated algorithms pose an increasingly critical challenge to modern high-performance architectures wherein the memory system often becomes a performance
bottleneck as a result of frequent data accesses. The large datasets
and irregular memory footprints characteristic of these applications, which typically result in increased cache miss rates and
higher memory access latency, are particularly problematic [1].
Numerous endeavors, employing a variety of approaches, have
attempted to reduce the penalty associated with memory access latency in these systems. Various processing in-memory (PIM) [2, 3]
and near-data processing (NDP) [4, 5] techniques, for example,
have been proposed to move computation to data and minimize the
number of necessary memory accesses altogether. Orthogonally,
a number of diverse prefetching techniques which load data and
instructions from slower memory devices into faster cache layers
in advance have proven effective in hiding memory access latency
via improving the hit rate in sequential or unit-stride memory access patterns [6–8]. However, these performance enhancements
fall short when executing data-intensive algorithms with irregular
or random memory footprints. Moreover, increased system consolidation through memory virtualization further exacerbates these
performance degradations.
Dynamic memory coalescing (DMC) was introduced in order to
mitigate these issues and minimize expensive memory accesses.
Dynamic memory coalescing is a technique that buffers, reorders,
and then combines small memory requests into a reduced number of large requests [9]. Several existing efforts have investigated
and validated the performance enhancements through the use of
DMC [10–14]. These studies have shown that DMC can increase
memory throughput significantly by reducing redundant memory
accesses and bank conflicts [15]. Although DMC decreases the frequency of memory accesses, and thus lessens the impact of high
memory access latency, the bandwidth of traditional JEDEC DDR
memory devices is still a bottleneck that restricts the overall performance of data-intensive applications.
In order to meet growing memory bandwidth needs, 3D-stacked
memory devices, such as the Hybrid Memory Cube (HMC) and
High Bandwidth Memory (HBM), are emerging. These devices are
fundamentally dissimilar to traditional DDR memory and, as such,
provide new possibilities for addressing memory-based bottlenecks.
HMC devices, for example, utilize 3-D packaging technology to
stack DRAM layers on top of a logic layer and connect them with
Through Silicon Vias (TSV) [16–18]. In further contrast to conventional DDR devices, the HMC employs a packetized memory
interface with flexible request granularities (16B∼256B). High memory bandwidth is achieved through the use of a large number of
independent memory banks in the interleaved vaults and large
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request packets [16, 19]. The maximum effective bandwidth of current HMC devices is 320GB/s, achieved through transferring large
request packets (128B, 256B, etc.) [20–22].
Unfortunately, since standard memory request sizes are based
on a fixed burst width, such as 64B in DDR3 and DDR4, traditional memory interfaces designed for DDR devices cannot fully
exploit the throughput of 3D-stacked memory devices [23]. In fact,
naively following the policies of conventional miss handling architectures (MHA) while utilizing 3D-stacked memory devices, such as
HMC, may result in performance degradations due to unoptimized
memory access streams. Therefore, an efficient memory coalescing
methodology is strongly desired to aggregate small requests and
assemble them into larger request packets adaptively. However,
conventional DMC methodologies are optimized for DDR
devices or specific architectures and are not optimal for 3Dstacked memory devices [9, 10, 15].
Driven by this motivation, we propose a new Paged Adaptive
Coalescer (PAC) methodology and associated design for effectively
performing DMC on emerging 3D-stacked memory devices. PAC
is designed with a pipelined coalescing network that aggregates
memory requests based on the granularity of physical pages to
enhance the bandwidth utilization of the 3D-stacked memory. It
also extends the miss status holding registers (MSHRs) to adaptively
merge requests with flexible sizes. The simulated implementation
and evaluation of this work were conducted on RISC-V cores with
the RV64IMAFDC ISA [24]. The performance of PAC was evaluated
using attached HMC devices.
The contribution of this research study is three-fold. First, we
present the design of the paged adaptive coalescer that dynamically
coalesces memory requests from the last-level data cache. Second,
we design and implement a scalable three-stage pipelined coalescing
network. Finally, we evaluate the newly proposed PAC design using
a series of benchmarks and application workloads. The evaluation
was conducted to both validate the newly proposed design and also
to study the performance benefits of this approach.
The remainder of this paper is organized as follows. Section 2
introduces the background and motivating observations of this
research. Section 3 introduces the PAC infrastructure including the
architecture, workflow, and the detailed coalescing network design.
Section 4 discusses the applicability of PAC design and associated
software implications of this work. Section 5 presents the simulated
implementation, evaluation results, and analyses. We conclude this
research study in Section 6.

(256B). Maximum memory bandwidth on HMC devives is achieved
through repeated transactions of large request packets (e.g. 128B
or 256B) rather than the smaller ones (e.g. 16B or 32B) [20–22].
As the maximum request size in HMC is 4 times larger than the
normal 64B requests in DDR4, dynamic memory coalescing (DMC)
is desirable in order to aggregate the smaller raw requests.
As an example, suppose that four consecutive 64B requests are
issued to load data residing in a single 256B HMC block (row). The
HMC will send these sixteen independent requests to the appropriate bank wherein the same row must be opened and closed a total
of four times due to the closed-page policy of HMC. In this scenario,
the resulting bank conflicts severely diminish the potential bandwidth utilization and induce higher memory access latency [16].
However, if these raw requests were coalesced into a single 256B
request, then the given bank only needs to be accessed once to load
the same data. Therefore, request coalescing is indispensable in
regard to optimizing bandwidth throughput and minimizing bank
conflicts in 3D-stacked memory.
2.1.2 Power Saving. Memory coalescing can effectively optimize
the energy-efficiency of 3D-stacked memory. For HMC devices, the
HMC controller utilizes a round-robin policy to dispatch subsequent
requests to the next available SERDES link in order to optimize
bandwidth efficiency. For example, if there are four contiguous 16B
requests hitting the same row in a given bank of an HMC device,
these requests would be mapped to links 0, 1, 2 and 3, respectively.
However, since links are physically located near individual vault
controllers, three of these requests would be routed to remote vaults.
As the routing logic is implemented as a fully connected crossbar
with multiple internal queuing states, the remote vault accesses
will induce significant latency penalties and unnecessary power
consumption. However, if these four requests were coalesced into
a single 64B request, then at most one remote vault routing would
be needed to access the data. This would reduce 75%∼100% of the
power consumption for remote vault accesses, depending on the
mapping (remote or local) of the single utilized link.

2.2

Existing DMC Methods and Limitations

2.2.1 Existing DMC Methods. Traditional processor-based DMC
methodologies aggregate requests hitting the same cache line via
miss status holding registers (MSHRs) in out-of-order processors [10,
11, 26]. The MSHR was first proposed by Kroft [27] for the implementation of a lock-up free (non-blocking) cache capable of tolerating multiple outstanding cache misses. In this design, when a
miss on a cache line occurs, the address of the missing line is simultaneously compared with the addresses of existing cache misses
stored in the MSHRs. If there exists an MSHR entry containing
misses to the same cache line, then the pending miss is attached as
a subentry to the corresponding MSHR. Otherwise, a new MSHR
entry is allocated to hold the new miss [9].
GPUs employ coalescers within each streaming multiprocessor’s
(SM) load/store unit that aggregate intra-warp requests hitting the
same line of the L1 cache [10, 11, 28, 29]. In addition to these basic GPU coalescers, inter-warp coalescing models have also been
explored in an effort to further enhance the throughput between
SMs and the L1 data caches [10]. Similarly, the Fujitsu A64FX introduced a combined-gather mechanism in the L1 data cache that

2 BACKGROUND
2.1 3D-Stacked Memory Craves DMC
2.1.1 Bandwidth Utilization. In conventional JEDEC DDR memory
devices, bandwidth growth is achieved through incrementing the
n-bit prefetch and a burst access whereby n is 2 in DDR, 4 in DDR2,
and 8 in DDR3 and DDR4. As a result, for systems utilizing DDR4
with a typical 64-bit wide data bus, the minimum access granularity
is fixed at 64B [25].
Orthogonal to DDR devices, 3D-stacked memory devices, such
as HMC, employ a packetized interface based on 16B FLITs (FLow
control unITs). HMC, in particular, supports flexible request packet
sizes varying from a single FILT (16B) to the row size of HMC
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Figure 1: Ratio of Coalesced Requests

Figure 2: Cross-page Coalescing

allows simultaneous loading of up to two consecutive elements in
a 128-byte aligned block [30].
At the memory side, the conventional row-buffer hit harvesting
memory controller is widely utilized for memory coalescing within
DDR devices that employ an open-page policy [31]. As a part of
this open-page policy, the memory controller leaves the row buffer
open after each memory access, which caches the data in a specific
DRAM row. By prioritizing the accesses hitting this opened row,
the memory controller aggregates the requests mapped to the same
row and reduces bank conflicts.
Beyond methodologies targeting conventional DDR-based devices, existing efforts have also explored request aggregation for
3D-stacked memory. Wang et. al [32] employed a request sorting network that sorted and combined raw requests based on the
adjacency of target physical addresses in HMC. Row-buffer based
coalescing for cache-less architectures, which exploits the improved
bandwidth of 3-D stacked memory, has also been investigated [33].

groups raw requests (1B∼8B) from CPUs [33], the irregular memory footprints across different DRAM rows can occupy the entire
aggregated request queue quickly and potentially restrict the performance improvements of the DMC unit.
Limitations also exist in MSHR-based methodologies. In these
systems, whenever a pending miss in the LLC is merged into a new
MSHR entry, a new memory request is immediately dispatched to
the main memory [38]. Moreover, since the majority of modern
processors use 64B cache lines, these coalesced requests are always
fixed at 64B, regardless of any adjacency between the raw requests.
As discussed in Section 1, MSHR-based approaches directly conflict
with the pursuit of maximum throughput of the 3D-stacked memory via utilizing large request packets. As such, existing MSHRbased DMC methods fundamentally hinder the achievable
memory bandwidth and overall performance of 3-D stacked
memory by restricting the payload size. Similarly, since existing request aggregation mechanisms for GPU coalescers and the
Fujitsu A64FX focus on maximizing the bandwidth of accesses to
the L1 data cache rather than the main memory, raw accesses to
the main memory are not eliminated. Further, the combined gather
operations of the Fujitsu A64FX largely rely on data locality. As
such, they are ineffective at optimizing irregular memory access
streams. As a result, these coalescing designs cannot fully exploit
the potential bandwidth of 3D-stacked memory devices.
Unfortunately, the aforementioned problems cannot be resolved
by simply enlarging the cache line size for 3D-stacked memory
devices. For HMC devices, if all cache blocks are enlarged to 256B,
each cache miss in the LLC forces a 256B request (18 FLITs) to be
dispatched to the HMC, regardless of how small the requested data
size may be (e.g. 4B, 8B, etc.). In this scenario, the overall bandwidth
throughput is enhanced, but at the cost of higher access latency
and lower transaction efficiency. Furthermore, since the maximum
request size differs in distinct 3D-stacked memory generations, this
is not a portable solution.
In order to illustrate the aforementioned performance limitations
of conventional MSHR-based coalescing methodologies, we compare them with our paged adaptive coalescer (detailed in Section 3)
over several test suits that represent diverse, irregular, and random
memory access patterns [39–44]. On average, the proposed PAC
coalesces 55.32% of the raw memory requests while the conventional DMC only achieves 35.78%, as exhibited in Figure 1. As such,
it is clearly observable that PAC provides a significant advantage
compared to traditional MSHR-based DMC methodologies through

2.2.2 Limitations of Existing DMC Methods. Unfortunately, the
aforementioned coalescing methods are designed specifically for
DDR devices and are neither applicable, nor optimal, for 3D-stacked
memory. 3D-stacked memory devices are optimized for data-intensive
workloads with irregular memory footprints that induce frequent
row buffer misses. As such, 3D-stacked memories employ narrow DRAM rows (e.g. 1KB in HBM, 256B in HMC, etc.) to save
power [34] and avoid fetching unused data into the row buffer. In
comparison to the 8KB∼16KB rows used in DDR3, the smaller row
size utilized by 3D-stacked memory results in a reduced probability
of row buffer hits and makes open page policies impractical [20].
Therefore, DRAM operation in HMC follows a closed-page policy
to save energy [16]. On completion of a memory reference in HMC,
the sense amplifiers are precharged and the DRAM row is subsequently closed [35–37]. As such, nearly every memory access to an
HMC device is a row buffer miss and cannot be aggregated by the
row-buffer hit harvesting memory controller.
Further, existing coalescing methodologies for 3D-stacked memory devices present limited scalability and portability. For instance,
the large space overhead and high power consumption of the sorting network model within the DMC unit [32] makes it hard to
scale up as the degree of data-level parallelism increases. Moreover,
coalescing based on a fixed row-buffer width [33] is not portable
to different generations of 3D-stacked memory devices with diverse row-buffer sizes. In addition, as the prior approach directly
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Figure 3: Overview of Paged Adaptive Coalescer
the use of adaptive request sizes as opposed to static aggregated
requests of 64B.

2.3

Misses from the local/private cache (e.g. the L1 and L2 cache in
the X86 architectures) are very likely to hit in lower level caches.
Since miss handling at this level requires only a few nanoseconds,
coalescing these misses would induce unexpected latency. In contrast, every miss from the LLC results in an expensive memory
access that could take over 100 ns [45]. During this time the cache
will be blocked if all MSHRs are occupied. Thus, it is ideal to position
the PAC below the LLC so that the latency of memory coalescing
can be hidden within the memory access time.
Furthermore, requests are dispatched to the memory controller
as soon as they are stored in the MSHRs. Since already dispatched
requests cannot be expanded to further coalesce incoming misses
on adjacent cache blocks, it is most effective to coalesce memory accesses before they reach the MSHRs. Therefore, the paged adaptive
coalescer resides below the LLC but above the MSHRs.
Additionally, as the majority of data-intensive applications rely
on parallel/distributed processing frameworks (e.g. Hadoop, Spark,
TensorFlow, MPI, OpenMP, etc.), memory accesses featuring inherent adjacency are frequently issued simultaneously from distinct
cores. Consequently, a memory coalescer shared by multiple cores,
as opposed to a private coalescer for each core, is desirable to further exploit the potential spatial locality from multiple processes
and threads.
As shown in Figure 3, the paged adaptive coalescer has three
primary components: a pipelined coalescing network, a memory
access queue (MAQ), and adaptive MSHRs.

Memory Request Distribution

We also investigate the distribution of memory footprints with respect to OS physical pages in order to better optimize the coalescing
of irregular access streams in data-intensive workloads. In order to
do so, we measure the total number of the raw and adjacent memory
requests that can be coalesced across physical page boundaries. As
illustrated in Figure 2, the proportion of requests coalesced across
page boundaries reaches an average of only 0.04%. By comparing to
the overall coalesced request proportions presented in Figure 1, we
can infer that the majority of requests are coalesced within physical
page frames.
Given the predominance of in-page requests, and the limited
spatial locality that exists between memory accesses in distinct
page frames, a physical page based coalescing model is best suited
to harness the adjacency between requests. In contrast to requests
spanning disparate page frames, memory accesses that fall within
one physical page are more likely to be contiguous or nearby, which
subsequently increases the probability of coalescing. Moreover, employing a physical page based coalescing model can also eliminate
redundant comparisons between discrete requests hitting disparate
physical pages within the coalescing procedure. This reduces the latency resultant from comparing uncoalescable accesses, particularly
in the case of multiprocessing wherein data of different processes
are mapped to distinct page frames (with the exception of shared
pages). These observations and analyses motivate the design of the
paged adaptive coalescer (PAC) introduced in this study.

3

3.1.1 Pipelined Coalescing Network. As a core component of PAC,
the coalescing network consists of a 3-stage pipeline, including the
paged request aggregator, block-map decoder, and request assembler. The coalescing network is responsible for aggregating the raw
memory requests flushed from the LLC based on the corresponding physical page numbers (PPN). Given that adjacent requests
could access one or more cache blocks, PAC matches the coalesced
request size with the protocol of target 3D-stacked memory device adaptively to enhance bandwidth utilization over conventional
MSHR-based coalescing methodologies. The detailed coalescing
network design is introduced in Section 3.3.

PAGED ADAPTIVE COALESCER

Motivated by the observations and analyses discussed above, we
propose a new paged adaptive coalescer (PAC) that aggregates
memory accesses based on physical pages for 3D-stacked memory
devices. We introduce the PAC architecture and design below.

3.1

Architecture

3.1.2 Memory Access Queue. Once the memory coalescing is complete, the coalesced requests are pushed into a FIFO buffer, termed
the memory access queue (MAQ). MAQ serves as an input buffer
for the MSHRs and prevents stalling the coalescing pipeline when
no MSHR is available. The number of MAQ entries is set equivalent

As shown in Figure 3, in order to best fulfill the goal of reducing
memory access latency and improving overall performance, the
proposed paged adaptive coalescer is positioned between the lastlevel cache and the miss status holding registers (MSHRs).
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to the maximum number of MSHRs. Pending requests in the MAQ
are immediately pushed to the available MSHRs as they become
available. In this manner, the MSHRs are kept occupied and no
additional latency is introduced.
3.1.3 Adaptive MSHRs. Two extensions are introduced to the standard MSHRs in order to adaptively merge memory requests with
diverse sizes. Given the fixed request size in JEDEC DDR devices,
misses held in traditional MSHR subentries always request the same
cache block as the one requested by the MSHR entry itself. As such,
traditional MSHRs only merge fixed-size requests, thus rendering
them unfit to satisfy the diverse sizes necessary for coalesced 3Dstacked memory requests. Therefore, a 2-bit index field is designed
to hold the ID of the blocks requested by MSHR subentries. If the
block number requested by an MSHR entry is denoted as N, then
indexes 00, 01, 10, and 11 in the subentries represent blocks N,
N+1, N+2, and N+3, respectively. Using this scheme, whenever responses are received from the target memory device, each subentry
can easily derive the requested cache block number to service the
corresponding miss.
Further, as we cannot combine load and store requests together,
the OP bit is defined to represent the memory request operation
(load/store) in the MSHR main entries, wherein 0 and 1 represent
reads and writes, respectively. In this manner, comparisons of request type are inherently conducted while comparing physical
addresses and the request merging process in the MSHRs is accelerated.

3.2

Figure 4: Pipelined Coalescing Network in PAC

the MAQ is empty and MSHRs are available, the network controller
disables the coalescing network in order to force raw requests
to bypass the PAC and directly enter the MSHRs. The coalescing
network will then be re-enabled as soon as all the MSHRs are
occupied. In this manner, the latency of the memory coalescing is
always hidden within the memory access time, even when booting
programs or running I/O-bound workloads. Since the pipelined
coalescing network is the core component of PAC, we focus on
introducing its design in detail below.

3.3

Pipelined Coalescing Network

As shown in Figure 4, the proposed coalescing network consists of
multiple parallel coalescing streams. Each coalescing stream is constructed with a three-stage pipeline: a paged request aggregator,
a block-map decoder and a request assembler. In the following
subsections, we introduce each PAC component and discuss the
applicability of our design.

Workflow

An overview of the workflow of the proposed paged adaptive coalescer is given by the following steps. First, any cache misses
(load/store) and write-back requests from the LLC are buffered in
the miss queue and the write-back (WB) queue, respectively. These
requests are subsequently routed to the paged adaptive coalescer
where the request aggregation and coalescing are performed in the
pipelined coalescing network. As soon as the memory coalescing is
complete, the coalesced requests are dispatched into the memory
access queue (MAQ), which caches the pending requests to the
MSHRs. If the MAQ is full, the pipeline is stalled and the cache is
subsequently blocked. Otherwise, the coalesced requests buffered
in the MAQ are simultaneously compared with the existing MSHRs
to check for contiguity based on their physical page numbers. If
there is a match, the pending request is appended as a subentry to
the corresponding MSHR entry. Otherwise, as long as there exists
an available MSHR, a new MSHR entry is allocated. When all the
MSHRs are filled, no new requests can be issued to the memory. The
data path between the 3D-stacked memory and processor SoC is
bridged in the interposer layer. Once pending misses are stored into
the MSHRs, memory requests are immediately flushed to the memory controller located in the logic die of the 3D-stacked memory.
The memory controller is responsible for dispatching the coalesced
requests to the DRAM dies via the Through Silicon Vias (TSV) and
delivering the received data to the data buffer. Eventually, each
cache miss is satisfied and the corresponding MSHRs are signaled
to release their respective entries.
As part of this design, the network controller is also optimized
to minimize the latency of PAC. If, at any time during execution,

3.3.1 Paged Request Aggregator. The first stage in the pipeline is
the paged request aggregator (PRA), which groups the raw memory
requests from LLC together based on the physical page number
(PPN) of each request. First, each input request is simultaneously
compared with all the coalescing streams via hardware comparators. If a match is found, then the new request is merged into the
respective coalescing stream. Otherwise, a new coalescing stream
is acquired and the PPN of this new coalescing stream is updated
based on the PPN of the inserted request.
In order to merge and record the incoming requests that fall into
the same physical page, a bitmap structure, or block-map, is utilized.
Given the generality of 4KB pages and 64B cache blocks in the
majority of modern architectures, a 64-bit block-map is adequate to
record the block ID of the raw requests in the same physical page
(Figure 5(a)). Once a request is merged, a block ID (bits 5 ∼ 11)
is derived from the least significant 12 bits of its physical address.
The corresponding bit that represents the requested cache block is
subsequently set to one in the block-map.
Since coalescing implies a minimum of two requests, coalescing
streams holding only one request may skip the following pipeline
stages in order to reduce latency and power consumption. Therefore,
a coalescing bit (C) is defined to indicate whether a given coalescing
stream should bypass or participate in the following stages. If there
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Figure 5: Block-map and Coalescing Examples of PAC
3 are stored into two newly allocated coalescing streams 2 ∼ 3
and the block-maps are updated accordingly.
Note that, due to the distinct request types, request 2 is not
merged into coalescing stream 1 . Requests 4 and 5, however, are
merged into coalescing streams 1 and 2 , respectively, as a result
of matching request types and PPN. Additionally, since request 3 is
the only request in coalescing stream 3 , the coalescing bit is set
to 0. As such, request 3 bypasses the remaining pipeline stages and
proceeds directly to the memory access queue.

is more than one memory request which falls into the same page
frame, the respective C bit is set to 1, indicating the potential for
coalescing. Otherwise, the C bit remains zero. The C bit in each
coalescing stream is checked before advancing to the second stage.
Streams whose C bit is set to 1 continue through the pipeline while
those whose C bit is set to 0 proceed directly to the MAQ.
Further, since requests with distinct types (Load/Store) cannot
be coalesced, another bit type (T) is introduced to differentiate between request operations, wherein load = 0 and store = 1, which
matches the “OP” bit in adaptive MSHRs. As only 52 bits (0∼51) are
used by the physical address in modern 64-bit architectures (such
as the X86-64), we harness two of the unused bits (bits 53 and 52) to
specify the coalescing and request type, respectively, as presented
in Figure 4. As a part of this approach, the T bit is automatically
compared alongside the physical address using hardware comparators. In this manner, the physical page numbers of store requests
are uniformly greater than the addresses of all the load requests.
Therefore, differentiation between request types and comparisons
of the physical addresses are conducted simultaneously, which reduces latency and simplifies the logic. Orthogonal to conventional
load and store requests, atomic operations are directly routed to
the memory controller to ensure atomicity and are not coalesced
by PAC.
Aggregated raw requests in a coalescing stream may also be
directly flushed to stage 2 of the pipeline if a specified timeout
threshold is exceeded or a memory fence operation is encountered.
This timeout protocol is utilized to provide an upper bound on the
the maximum latency of waiting raw requests, which is analyzed in
Section 5.3.4. A memory fence monopolizes stage 1 of the pipeline
and forces all previous requests into stage 2 in order to preserve
the fence boundary.
Figure 5(b) provides an example that demonstrates the coalescing
procedure. First, five pending requests from the LLC are dispatched
into the coalescing network while running the STREAM benchmark [39]. ID and OP represent the request index and operations
(Read/Write), respectively. As there is no existing coalescing stream,
request 1 is stored into newly allocated coalescing stream 1 . Given
that the block number of request 1 in page 0x9 is 1, the bit representing block 1 is set to one in the block-map. Similarly, requests 2 and

3.3.2 Block-map Decoder. The block-map decoder component of
the coalescing network is responsible for decoding the bitmap data
structure retrieved from the first pipeline stage and partitioning it
based on the maximal request granularity of the target 3D-stacked
memory. Using HMC as example again, and considering the 256B
request size limit in HMC, no more than 4 contiguous cache blocks
can be coalesced into a single HMC request. Therefore, the hardware
decoder first partitions the block-map into 16 4-bit chunks, wherein
each bit represents one cache line. The decoder then examines the
4 bits in each partitioned chunk simultaneously. If a bit is 1, the
respective 4-bit trunk is pushed into the block sequence buffer. In
this manner, the 4-bit sequence 0110 is attained by both coalescing
stream 1 and 2 , as shown in stage 2 of Figure 5(b).
Since the aforementioned logic can be handled in parallel by
16 OR gates, the latency of decoding procedure is restricted to
2 pipeline cycles, wherein one cycle is used for decoding and the
other for storing the block sequence. Due to the shared data bus, the
4-bit trunks are sequentially written to the block sequence buffer.
In order to overlap the latency, the decoded block sequences are
popped out from the block sequence buffer in FIFO order. As a result,
the latency between the second and third stages is eliminated.
3.3.3 Request Assembler. Once a block sequence is formed, the
request assembler is able to derive the appropriate coalesced request
size, which may vary between the cache line size and the row buffer
size of the 3D-stacked memory. For an HMC device, PAC provides
three possible coalesced request sizes: 64B, 128B, and 256B [16].
However, repetitively comparing the adjacent bits of each incoming
block sequence to form the coalesced request size results in a higher
latency. Therefore, we harness the coalescing table to accelerate
the request assembling process.
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The coalescing table is a look-up table structure characteristic of
those often utilized to accelerate repetitive calculations [46]. It consists of two columns. The first column maps all the possible layouts
of the partitioned block sequences while the second column records
the respective coalesced request sizes. For example, the 4-bit block
sequences of HMC requests, a respective coalescing table configures
4-bit indices (up to 16 combinations) and 2-bit coalesced request
size varying between 1∼4 cache blocks (64B∼256B). As the 4-bit
sequence is utilized as an index to rapidly reference the coalescing
table via multiplexers, the corresponding coalesced request size
is obtained immediately, greatly simplifying the coalescing logic
and reducing the overall latency. As shown in Figure 5(b), requests
{1,4} and {2,5} are eventually coalesced as two 128B HMC requests.
Since stage 3 of the pipeline is composed of the table lookup (1
cycle/block-sequence) and request assembling (1 cycle/request) processes, a coalesced request can be issued every 2 cycles.

increases the impact of traditional loop optimizations such as fusion, fission, interchange and unrolling by providing more potential
for overlapping compute and communication. This is especially
true in the weakly ordered HPC architectures such as the Fujitsu
A64FX, 3D-stacked memory provides enough amount of bandwidth
to prefetch data that will be utilized in the following iterations via
software. From applications’ point of view, application developers
can leverage enhanced bandwidth offered by 3D-stacked memory
effortlessly as data structures and algorithms in applications remain
the same. Developers may utilize the libraries such as the Intel AutoHBW to specifically allocate data on 3D-stacked memory without
requiring any source code modification or recompilation [50]. Applications can also utilize 3D-stacked memory as a “cache” of the
DDR devices by allocating frequently used data on it to exploit the
benefit of high bandwidth and throughput.
On the other hand, PAC is completely transparent to the software
developers in terms of the algorithm design, data structures, and
software architecture. PAC can benefit the conventional cache optimizations with enlarged request packets and minimized memory
traffic. As the conventional software, stream or stride prefetchers
issue requests with the granularity of cache lines (64B), PAC can
coalesce not only raw requests but also the prefetch requests. As
such, PAC lowers the bandwidth overhead and memory access latency of cache prefetching with the 3D-stacked memory. Notably,
the coalesced prefetching also benefits the prefetch operations of
vector processing units (VPUs) such as the AVX-512 [51]. In addition, the memory accesses of VPUs can be coalesced by PAC as well
to further enhance the performance of vectorization.

4 DISCUSSIONS
4.1 Applicability
The PAC infrastructure is portable to different generations of 3Dstacked memory devices. Just as the transition from HMC 1.0 to
HMC 2.1 brought an increase in the maximum request size from
128B to 256B, we can likely expect request sizes to further increase
in future 3D-stacked memory devices. The proposed PAC design is
able to adapt and support these various existing and forthcoming
3D-stacked memory devices by simply adjusting the size of the
block sequence buffer and coalescing table.
Although many of the examples shown in this work have been
detailed with respect to HMC devices, the PAC design is also
directly applicable to High Bandwidth Memory (HBM). HBM
employs traditional DDR protocols that transfer data via a burst
mode. The burst length (BL) determines the granularity of data
transactions, whereby BL is 4 in HBM [25]. As such, with a typical
64-bit wide data bus, the memory access granularity in HBM is
fixed to 32B [47–49], which is identical to a 2-FLIT transaction in
HMC. Furthermore, PAC can also enlarge the coalesced request
size to match the 1KB row size of HBM [47] via expanding the
block sequence to 16 bits and appending four 16-entry coalescing
tables together. In this scenario, the coalesced requests may require
2 ∼ 32 bursts in HBM. Therefore, PAC can be applied to HBM by
changing the protocol, and without modifying any of the associated
coalescing logic.

4.2

5

SIMULATION, EVALUATION, AND
ANALYSES
5.1 Simulated Implementation
We simulated the PAC on embedded RISC-V cores which implement the RISC-V RV64IMAFDC instruction set. In order to do so,
we first extended the RISC-V simulator, Spike, to trace raw memory
requests from multiple cores and record the latency of the execution
pipeline as well as the cache systems. We then implemented the
pipelined coalescing network in the Spike simulator which digests
raw requests as follows. First, the physical page number of each raw
request is compared with each coalescing streams to perform request aggregation. The block-maps are then decoded to produce the
block sequences. Afterwards, the requests coalesced by the request
assembler are flushed into the MAQ and MSHRs. The data path
in our simulation infrastructure is implemented such that the coalesced requests are routed to a cycle-accurate 3D-stacked memory
simulator, HMC-Sim 3.0 [52], in order to obtain data/responses from
the 3D-stacked memory. Utilizing this simulator additionally allows
us to gather statistics, such as the memory latency, bank conflicts,
etc., from the memory system. Finally, once the data/responses are
attained, misses are satisfied and the corresponding MSHR entries
are subsequently released.

Software Implications

In this section, we discuss the software implications of 3D-stacked
memory and PAC. 3D-stacked memory provides enhanced memorylevel parallelism with vaults or channels that work independently
and with a large number of DRAM banks. For instance, HMC employs vault and traditional bank interleaving of DDR devices in
order to further reduce the potential for bank conflicts. As a result, the power of 2 bank conflict issue exhibited in dense linear
algebra and multi-dimensional FFT computations are eliminated,
which avoids the software optimizations of data mapping from
compiler or operating systems point of view. Further, the inherent
large throughput and memory parallelism of 3D-stacked memory

5.2

Benchmarks and Environment

In order to evaluate the efficacy of the proposed PAC, we selected
14 parallel benchmarks from scientific (physical) simulations, core
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(a) Coalescing Efficiency
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(b) Coalescing Efficiency of Multiprocessing

(c) Bank Conflict Reductions

Figure 6: Coalescing Performance
Table 1: Simulation Environment Configurations
Parameters

Value

ISA
Core #
CPU Frequency
Cache
Coalescing Streams
Timeout
MAQ Entries & MSHRs
HMC
Avg. HMC Access Latency

RV64IMAFDC
8
2 GHz
8-Way, (16K) L1, (8MB) L2
16
16 Cycles
16
4 Links, 8GB, 256B-Block
93 ns

The single process benchmark mode launches only one process to
execute the application and is identical to the case evaluated in Figure 6a. However, in multiprocessing mode, two processes bound to
distinct cores of the same processor are spawned simultaneously to
run different tests with diverse memory access patterns. As shown
in Figure 6b, the average coalescing efficiency of the MSHR-based
DMC dropped from 28.39% to 14.43% when doubling the number
of executing programs, a roughly 50% performance degradation.
However, only a slight decrease in the average coalescing efficiency,
from 44.21% to 38.93%, was observed using PAC. We attribute these
results to the increased number of requests being produced and
interleaved by distinct processes. This behaviour occupies a greater
portion of MSHRs with uncoalescable requests in disparate physical
pages and degrades the performance of MSHR-based coalescing. In
particular, the probability of coalescing is reduced further when
executing workloads with irregular memory access patterns, such
as those in the HPCG and SSCAv2 workloads. However, in contrast to the MSHR-based coalescing model with such workloads,
PAC remains relatively stable and maintains improved performance
through the use coalescing based on physical page granularity.
In addition to coalescing efficiency, we also evaluate the proportion of bank conflicts reduced through PAC, which is reported in
Figure 6c. On average, PAC reduced approximately 85.16% of the
bank conflicts across all test suites. It is notable that the EP, MG,
SORT and SSCAv2 tests achieve over 90% bank conflict reductions.
Further, superfluous comparisons between uncoalecable requests
in distinct pages are also analyzed through the paged coalescing
model. As shown in Figure 7, PAC reduces 29.84% of the comparisons on average in the sorting and coalescing procedures. This
reduces not only the memory access latency, but also power consumption. It is observable that applications with lower coalescing
efficiency generally attain higher comparison reductions. For example, PAC eliminates 62.41% of the comparisons in BFS, while only
7.22% of the requests are coalesced. This likely occurs as a result of
the sparse request distribution of BFS, whereby the majority of raw
requests occur in disparate page frames. This phenomenon matches
the high coalescing stream utilization as discussed in Section 5.3.3.
In order to validate this assumption, we further investigate the
request distributions of BFS and SPARSELU. First, we randomly
selected a time segment within the runtime of BFS and trace the
physical addresses of the flushed memory requests. We then clustered these traces based on the values of the physical addresses,
in order to understand the presence, if any, of spatial locality. As

numerical solvers, and analytics workloads that exhibit both conventional dense (linear) request streams as well as the random
memory access patterns typically found in data-intensive applications. More specifically, the Gather/Scatter (GS), HPCG, SSCAv2,
STREAM, Barcelona OpenMP Tasks Suite (BOTS), NAS Parallel
Benchmarks (NAS-PB), and GAP Benchmark Suite (GAPBS) test
suites are utilized [39–44]. We compiled the aforementioned suites
using the RISC-V GCC 7.1 cross compiler and run them in a RISC-V
Linux environment on top of the extended Spike simulator. The
configuration of the simulated infrastructure is detailed in Table 1.

5.3

Results and Analyses

5.3.1 Coalescing Efficiency. In order to quantify the coalescing
performance, we first define a metric, termed coalescing efficiency
and given by Equation 1, to represent the proportion of reduced
memory accesses.
Number o f Reduced Rqsts
(1)
Total Number o f Rqsts
We then implemented the conventional MSHR-based DMC model
as a control and compare its coalescing efficiency with respect to
each benchmark against the proposed PAC design. The results are
reported in Figure 6a. Overall, the MSHR-based DMC and PAC
achieved an average coalescing efficiency of 33.25% and 56.01%, respectively. It is notable that the coalescing efficiency of PAC reaches
over 70% in the EP, GS, LU and MG benchmarks. These observations
show that PAC eliminates over half of the memory accesses and
bears a significant coalescing performance advantage compared to
the conventional MSHR-based DMC model.
This advantage is further magnified when utilizing multiprocessing (Figure 6b). We compare the coalescing efficiency of PAC
and the MSHR-based DMC with both single and multiple processes.
Coalescinд E f f iciency =
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Figure 7: Comparison Reductions

Figure 8: Rqst Distributions (BFS)

Figure 9: Rqst Distributions (SparseLU)

(a) Transaction Efficiency

(b) Coalesced Request Distributions of HPCG

(c) Bandwidth Saving

Figure 10: Bandwidth Utilization
the number of clusters cannot be inferred in advance, we used an
unsupervised clustering approach. More specifically, we utilized
the density-based spatial clustering of applications with noise (DBSCAN) algorithm [53]. Given the page-based coalescing methodology of PAC, we set the epsilon distance of DBSCAN to 4KB (physical
page size) to group adjacent coalescable requests. We utilized a time
segment of 10,000 cycles. Figure 8 presents the results of clustering
on BFS. Circles represent clusters, while crosses represent unclustered requests. The majority of memory accesses from BFS are
sparsely scattered to distinct physical pages over the main memory.
Due to the scale of the y-axis, some memory areas seem densely
accessed, but the requests actually reside far away from each other.
Furthermore, as compared with BFS, SPARSELU exhibits more clustered requests. This implies more adjacent memory footprints and
a higher probability of request aggregations, as shown in Figure 9.
The aforementioned observations explain the high comparison reductions of BFS as observed in Figure 7 and validate our assumption.
This phenomenon matches the high coalescing stream utilization,
which is further discussed in Section 5.3.3.

As shown in Figure 10a, we compare the transaction efficiency
between coalesced and raw memory requests. Given that cache
misses are statically handled at a 64B granularity, transferring raw
requests results in a transaction efficiency of 66.66%. PAC, in contrast, achieves a transaction efficiency of 73.76% on average, indicating a 10.65% improvement in the bandwidth utilization.
It is observable, however, that high coalescing efficiency does not
necessarily translates to high transaction efficiency. For example,
PAC coalesces 36.34% of the memory accesses from SSCAv2, while
the respective transaction efficiency reaches only 68.39%. Driven
by this observation, we further investigate the request size distributions. For this investigation, we forced the PAC to produce smaller
HMC requests (16B, 32B, etc.) by coalescing requests based on the
actual data size requested by the CPU (1B ∼ 8B), rather than the
cache line size.
As shown in Figure 10b, this produces over 1.2 billion 16B load/store
requests, which account for 81.62% of the total requests from HPCG.
Conversely, only 89 million requests perform operations larger than
64B. This implies that the raw requests from HPCG are sparsely
distributed in memory with poor spatial locality. As a result, and
due to the miss handling policy of the cache, each small access (4B,
8B, etc.) issues a 64B request (96B data transactions), composed
of 64B of data and a 32B control cost, resulting in low transaction
efficiency.
In order to quantify the bandwidth utilization improvement, we
also measured the bandwidth savings. The total bandwidth savings
are derived from the reductions of redundant data transactions
targeting the same cache block and control overheads in each HMC
request packet. As reported in the Figure 10c, the SP workload
achieved the largest bandwidth savings and avoided 139.47 GB of
redundant data transactions. Overall, the proposed PAC mechanism

5.3.2 Bandwidth Utilization. We next evaluated the bandwidth
utilization of PAC. The HMC specification dictates that each distinct
HMC request consists of both a request packet and a complementary
response packet [16], each with a 16B control message (32B in total).
Therefore, each HMC request involves 32B of control overhead
regardless of the payload size. As a result, DMC not only lowers
the frequency of memory accesses, but also reduces the overhead
of data transactions. In order to quantify the efficiency of data
transfers, a transaction efficiency metric is defined in Equation 2.

T ransaction E f f iciency =

Payload size
Total T ransaction size

(2)
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(b) Coalescing Stream Utilization in HPCG

(c) Average Coalescing Stream Utilization

Figure 11: Coalescing Streams and Space Overheads

(a) Average Latency of the PAC

(b) Average Latency of filling the MAQ

(c) Requests Bypassing Proportion

Figure 12: Latency Analyses
cuts down 26.96 GB of data transfer on average, which significantly
improves the overall bandwidth utilization.

running HPCG. Given that the latency of simultaneous comparisons is fixed to 1 cycle, then at most 16 requests are fed into the
coalescing network within the 16-cycle timeout. Notably, 35.33% of
the request distribution resides in only 2 physical pages and 77.57%
of the total request distribution falls within 2∼4 pages.
Considering the low occupancy of coalescing streams in HPCG,
we also measured the average number of coalescing streams in use
across all the test suites, as shown in Figure 11c. On average, only
4.49 coalescing streams are utilized to service up to 16 raw requests.
Therefore, the 16 coalescing streams configured are sufficient for
request aggregations.
It is also noteworthy that BFS utilized an average of 9.99 coalescing streams. This implies the requests from BFS are scattered across
almost 10 distinct physical pages. The sparse memory footprints in
BFS also elicit poor coalescing efficiency. Conversely, benchmarks
with high coalescing efficiency, such as the EP, GS, and SPARSELU,
usually present low coalescing stream utilization. This behavior can
be attributed to the spatially dense request distributions presented
in these benchmarks.

5.3.3 Space Overhead and Scalability. As the 16-entry coalescing
table is shared by all the request assemblers, stage 3 of the pipeline
requires only 12B of buffer space, which is insignificant with regard
to the space overhead. Therefore, we focus on investigating the
space overhead of stages 1∼2 of the PAC. Orthogonal to conventional DMC methods that employ a parallel sorting network to sort
raw requests [32], PAC requires far less buffer space and hardware
comparators. We illustrate this observation by briefly comparing
well-known bitonic and odd-even merge sorting networks with the
PAC from the perspective of necessary space overheads [54–57].
As shown in the left part of Figure 11a, N represents the number
of input requests in the sorting network and the coalescing streams
in PAC. As N grows from 4 to 64, the number of comparators in PAC
increases to 64. However, the parallel bitonic sorter and odd-even
merge sorter require 672 and 543 comparators, respectively, for the
same N, and are more expensive than PAC as a result.
Similar to the case of comparators, PAC requires far less buffer
space compared with these sorting networks regardless of how
large N grows. Assuming 16 configured coalescing streams, only
384B of space in total are required by PAC including the blockmap (128B) and the request buffers (256B). However, the parallel
bitonic sorter and odd-even merge sorter require 2560B and 2016B,
respectively, to buffer the requests.
As the number of coalescing streams is a decisive factor in determining the space overhead of PAC, we investigated the impact of
coalescing stream usage. As shown in Figure 11b, we accumulate
the number of occupied coalescing streams every 16 cycles when

5.3.4 Latency. In addition to the space complexity analysis, we
also evaluated the latency of PAC. Since the timeout in the request
aggregator (introduced in Section 3.3.1) is set to 16 cycles, we measured the latency of stages 2 and 3 of the pipelined coalescing
network, as well as the overall latency. As reported in Figure 12a,
6.66 cycles and 11.47 cycles are needed by stages 2 and 3, respectively, on average. This illustrates that the overall latency of PAC is
dominated by the timeout and results in a fixed 16-cycle latency in
all test cases except SPARSELU and STREAM. Overall, the 16-cycle
latency of the PAC pipeline is affordable compared with the average
HMC access latency (93 ns).
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Figure 14: Overall Power Saving

In order to meet the goal of overlapping the latency of PAC
with memory access time, there must exist ample pending requests
within the MAQ to occupy the MSHRs seamlessly once they become
available. As the MAQ size is equivalent to the number of MSHRs
(16), it is desirable to replenish the MAQ within the memory access
time in order to guarantee the occupancy of all MSHR entries. Otherwise, the coalescing latency will be exposed, which subsequently
delays the request issuing. Thus, we measured the latency of filling
the MAQ, as shown in Figure 12b. On average, a replete MAQ is
obtained in only 20.76 ns, which can be completely hidden within
the memory access time. Therefore, there is no redundant latency
introduced by the PAC.
We further observe that coalescing efficiency is proportional to
the latency required for replenishing the MAQ. For example, BFS
exhibits the poorest coalescing efficiency (17.97%) while it requires
the lowest latency (8.62 ns) among all test suites. Given the low
degree of spatial locality, the majority of requests from BFS reside
in disparate physical pages. As such, coalescing streams frequently
hold only one request, triggering the pipeline bypass mechanism.
Therefore, the sparse request distribution in BFS reduces the overall
latency of MAQ replenishment. In order to validate this assumption,
we measured proportions of request bypassing for each benchmark.
As shown in Figure 12c, on average, 25.04% of the requests were
uncoalescable and bypassed stages 2∼3 of coalescing network. The
fact that 45.09% of the requests bypassed stages 2∼3 in BFS further
validates the aforementioned analyses.

Figure 15: Performance Improvement

(discussed in Section 2.1.2), the energy savings on the SerDes links
facilitate more power-efficient utilization of the 3D-stacked memory.
We also measure the overall energy savings of PAC and compare
it with the baseline MSHR-based DMC model. As exhibited in Figure 14, PAC and MSHR-based DMC reduce the average energy
dissipation of the 3D-stacked memory across the tested workloads
by 59.21% and 39.57%, respectively. This observation shows that
PAC further reduces 33.17% of the redundant energy consumption
compared to the MSHR-based DMC.
5.3.6 Performance. Finally, we collected and analyzed the runtime
statistics of all our target applications to investigate the performance gain of PAC. In order to obtain a baseline, we first tested
using a standard HMC controller [16] without request aggregation.
We then enabled the MSHR-based DMC and the PAC to evaluate
each test suite and derive the associated performance changes. On
average, the MSHR-based DMC and PAC delivered performance improvements across all the tests by 8.91% and 14.35%, respectively, as
reported in Figure 15. In particular, PAC enhanced the performance
of the GS and SparseLU benchmarks by 26.06% and 22.21%, respectively. Notably, for the STREAM benchmark, since the majority
of memory accesses are sequential and satisfied by the multilevel
cache, only a small portion of the requests are routed to the PAC.
Overall, PAC outperformed the MSHR-based DMC by an average
of 37.91% over the tested workloads. This further confirms the positive impacts of the paged adaptive coalescer on data-intensive
applications and algorithms.

5.3.5 Power Saving. We also evaluated the impact of PAC on power
consumption. In order to do so, we measured the energy consumed
by 3D-stacked memory on each benchmark with coalescing both
disabled and enabled to derive the power savings under various
HMC operations. Overall, as shown in Figure 13, PAC achieved
significant energy savings for each measured HMC operation across
the evaluated test suites. PAC reduced the energy cost of holding
valid packets in vault request and response slots (VAULT-RQSTSLOT and VAULT-RSP-SLOT ) by 59.35% and 48.75%, respectively.
Further, impressive energy savings in vault control (57.09%) are
also observed. This behavior can be attributed to the reduction of
vault and bank congestion through the use of coalescing (Figure 6c),
which dramatically decreases the delay and power consumption in
queuing requests.
In addition, PAC also reduces 61.39% and 53.22% of the energy
dissipation spent routing requests to local and remote vaults via the
SerDes links in HMC (LINK-LOCAL-ROUTE and LINK-REMOTEROUTE). As the SerDes links dominate HMC power consumption

6

CONCLUSION

In this work, we have introduced the design of a novel paged adaptive coalescer (PAC) infrastructure and an associated memory coalescing methodology built upon a pipelined coalescing network and
adaptive MSHRs. The proposed PAC dramatically reduces the number of memory accesses from applications and boosts bandwidth
utilization through an adaptive coalescing interface designed for
3D-stacked memory devices such as HMC and HBM. As exhibited
by our evaluation, PAC reduces an average of 56.01% of memory
accesses while utilizing 59.21% less power. Overall, PAC improved
the performance of tested benchmarks and applications by an average of 14.35% (up to 26.06%). These results confirm the potential of
PAC from the four orthogonal perspectives of efficiency, bandwidth,
power, and latency. Therefore, we believe the PAC methodology can
have a significant impact on architecture design for increasingly
critical data-intensive applications.
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