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ABSTRACT
Arguably, many data-intensive applications pose significant challenges to conventional architectures and memory systems, especially when applications exhibit non-contiguous, irregular, and
small memory access patterns. The long memory access latency
can dramatically slow down the overall performance of applications.
The growing desire of high memory bandwidth and low latency access stimulate the advent of novel 3D-staked memory devices such
as the Hybrid Memory Cube (HMC), which provides significantly
higher bandwidth compared with the conventional JEDEC DDR
devices. Even though many existing studies have been devoted
to achieving high bandwidth throughput of HMC, the bandwidth
potential cannot be fully exploited due to the lack of highly efficient memory coalescing and interfacing methodology for HMC
devices. In this research, we introduce a novel memory coalescer
methodology that facilitates memory bandwidth efficiency and the
overall performance through an efficient and scalable memory request coalescing interface for HMC. We present the design and
implementation of this approach on RISC-V embedded cores with
attached HMC devices. Our evaluation results show that the new
memory coalescer eliminates 47.47% memory accesses to HMC and
improves the overall performance by 13.14% on average.
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INTRODUCTION

Many data-intensive applications, such as data mining, machine
learning, information retrieval, video processing and data-driven
scientific computing pose significant challenges to memory systems
due to intense memory traffic [17, 18, 22]. The growing data-level
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parallelism and irregular memory-access patterns in these dataintensive workloads increase the concurrency in data accesses and
complicate the memory system support too. Encountering the intrinsic large datasets and the irregular memory access patterns,
the cache miss rate rockets up swiftly and the massive accesses
to the main memory subsequently slow down the overall performance. Given that many data-intensive applications rarely achieve
the desired performance with traditional architectures, research
and development efforts for efficiently handling massive memory
accesses have drawn increasing attention in recent years [8, 41].
In order to reduce the latency of memory accesses, two main research directions exist in current studies. The first direction focuses
on moving computation to data, thus reducing the need and the
memory traffic of moving data between memory and processors.
These efforts include near data processing (NDP) [19, 25] and processing in memory (PIM) [9, 14, 42]. While these techniques bridge
the gap between the processors and main memory, they cannot
eliminate memory accesses, thus the bandwidth of conventional
DDR devices restricts the ceiling of the overall performance.
The second direction focuses on developing advanced memory
devices that produce significantly higher bandwidth [37]. The Hybrid Memory Cube (HMC) device is a new 3D-stacked memory
device that utilizes the 3D packaging technology to stack DRAM
layers on top of a logic layer and connect them with Through Silicon Vias (TSV) [3, 6]. Orthogonal to traditional DDR devices, a
packetized memory interface is also introduced in HMC to support
different request granularities and enhance the flexibility of the
request size. An effective bandwidth of 320GB/s can be achieved
with current HMC devices through a large number of independent memory banks in the interleaved vaults and large request
packets [27, 36].
Given that the maximum bandwidth of HMC is achieved via
transferring large request packets (128B, 256B, etc.) [3], the inherent bandwidth in HMC may not be fully exploited by the traditional
miss handling architectures (MHA) based on the miss status holding registers (MSHRs) or the memory interfaces dedicated for DDR
devices [35]. As the size of the memory request transactions is
consistent with the cache line size and the fixed burst size in DDR
interface, the memory request sizes are usually fixed as 64B in
mainstream architectures. It may evoke higher latency and control
overhead to apply the same policy to the flexible packet-based HMC
devices naively. Further, as HMCs are currently only available on
FPGA platforms, such as the PICO AC-510 and SB-850 [5] [4], largescale high-end/high-performance computing systems still lack a
standard interface to interact with HMC effectively. Therefore, it
is desired to design an efficient and general interface to fully take
advantage of the bandwidth in HMC. Driven by this motivation,
an efficient memory coalescing methodology is strongly desired
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to construct large request packets through coalescing independent memory requests from the out-of-order processors. Numerous
coalescing models exist [13, 26, 28]; however, these models are particularly designed for GPGPU architectures. As a result, they are
not optimized for HMC devices.
In order to address the limited applicability of existing memory
coalescing methodologies and alleviate the performance penalty resulted from the massive memory footprints from many applications,
a novel memory coalescer methodology with a two-stage memory
coalescing model for HMC is introduced in this work. We have
implemented and evaluated this new methodology on a RISC-V
based architecture [38]. We demonstrate the performance improvement of the new memory coalescer from various perspectives. The
contribution of this research study is three-fold. First, we introduce
a new generalized memory coalescer for modern architectures that
provides an efficient and scalable memory coalescing interface for
HMC device. Second, we present the design and implementation
of a pipelined request sorting network and a two-phase memory
coalescing methodology based on extended Miss Status Holding
Registers (MSHRs). Third, we evaluate the aforementioned design
and methodology with various applications and benchmarks. We
report these results and present our findings.
The remainder of this paper is organized as follows. Section 2
introduces the motivation of this research and discusses related
studies. Section 3 presents the architecture and workflow of the
memory coalescer design, including the pipelined requests sorting
network, coalescing unit, and MSHR extensions. Section 4 introduces optimizations and overhead analyses of our design. Section 5
presents evaluations and results, and we summarize this study in
Section 6.

2 BACKGROUND
2.1 Memory Coalescing
State of the art: Conventional memory coalescing mechanisms rely
on the miss status holding registers (MSHR).
Dynamic memory coalescing (DMC) is a technique that buffers,
reorders, and combines small memory requests into a reduced number of large requests [26]. In modern out-of-order processors, the
memory coalescing is usually performed based on MSHRs.
The MSHR was originally introduced by Kroft [29] to implement
a lock-up free (non-blocking) cache, which enables multiple outstanding cache misses and avoids frequent blocking on every cache
miss. When the miss on a cache line occurs, the requested cache
block address is compared with the existing cache misses stored
in the MSHRs. If there does not exist a miss on the same cache
line, then a new MSHR entry is allocated to hold the new miss.
Otherwise, the new miss can be simply attached as a subentry to
the corresponding MSHR entry that stores the pending miss [26].
Leveraging the existing miss handling policy in MSHRs, the
latency and complexity of the MSHR-based memory coalescing
model are minimized. In GPUs, a memory coalescer is the first
unit in the memory hierarchy, responsible for combining memory
accesses to the same cache line made by multiple threads in a
warp [28]. The combined requests are routed to the local (L1) cache.
If the cache miss occurs, then an MSHR entry is allocated in L1 cache
to hold this request. Outstanding accesses to the same memory
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Figure 1: Bandwidth Efficiency of HMC Request Packets

block from the same core will coalesce in the MSHRs of the local
cache level [32]. If the same miss occurs in the shared cache level,
the MSHR entries shared by multiple threads/warps are allocated
to hold and coalesce the requests from multiple threads. Eventually,
only one combined memory request per MSHR entry is issued to the
main memory after coalescing. Once the requested data is serviced,
the corresponding MSHR entry is freed [15]. In this manner, the
overhead of expensive memory accesses is minimized.
Similar to MSHRs, Intel proposed a coalescing buffer to perform
the memory coalescing. Coalescing attributes are introduced to
inform the processor that multiple out-of-order load/store requests
may be collected in a coalescing buffer and issued later as a single
larger merged transaction [1].

2.2

Memory Coalescing on HMC

2.2.1 HMC needs DMC. In conventional DDR devices, the bandwidth growth is incrementally obtained by employing n-bit burst
access whereby n is 2 in DDR, 4 in DDR2, and 8 in DDR3 and DDR4.
As a result, the maximum access granularity enlarges to 64 Bytes
in DDR4 with a typical 64-bit wide data bus [40].
Orthogonal to DDR, a new packet-based interface is applied to
HMC that supports the memory access varying from 16B up to
256B [3, 33]. The packet interface builds the HMC request with
a request packet and a complementary response packet [3], each
with a fixed 16B control data (32B total). Given the 16B FLIT (flow
control unit) is defined as the minimum granularity of the data
movement in HMC, each HMC request is packaged and dispatched
in the format of one or more FLITs based upon the request size.
If one coalesced request is issued to access the entire data block
(eg., 256B) instead of issuing a series of smaller memory requests,
the probability of bank conflicts will decline in the accessed vault
and the control overhead in the request header/tail is minimized.
For example, suppose the maximum block size configured in HMC
is 256B. If we issue 16 contiguous 16B load requests to fetch a 256B
block, then 16 independent loads are dispatched that subsequently
open and close the row in the same bank 16 times. Whereas a single
coalesced 256B load request only opens and closes the row once to
complete the data fetch. Therefore, coalescences reduce not only the
total number of memory accesses but also the bank conflicts, which
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Figure 2: Control Overhead of Different Requested Data Size
cuts off the latency and boosts the bandwidth utilizations. As a consequence, larger request packets are desirable to exploit the optimal
memory bandwidth of HMC, as described in the HMC specification
too [3]. It has also been validated in existing work that large request
packets (e.g., 128B, 256B) provide higher bandwidth utilizations
than that of small requests (e.g., 16B, 32B) [20, 23, 34]. Thus, in order
to achieve the optimized performance of HMC, dynamic memory
coalescing techniques become indispensable to aggregate requests.
2.2.2 Bandwidth Efficiency. As each HMC request is constructed
with request and response packets that include the requested data
and 32B control data, 16 16B load requests trigger 768B data transactions wherein 512B data are control overhead. Oppositely, a single
coalesced 256B load request only requires 288B data movement
with only 32B control cost.
Given both the control and requested data transfer share the
same data bus in HMC, the efficacy of the bandwidth utilization
becomes a critical factor to evaluate the performance of HMC.
Therefore, we define a metric, bandwidth efficiency, to represent
the bandwidth utilization in HMC represented by the following
equation:
Bandwidth e f f iciency =

Requested data
T rans f erred data

(1)

Following this metric, we compute the bandwidth efficiency and
compare it with the proportion of control overhead for each request
size, as shown in Figure 1. As the request size increases from 16B to
256B, the bandwidth efficiency raises from 33.33% and eventually
peaks at 88.89%, while the control overhead drops from 66.67% to
11.11%. Overall, it is evident that larger HMC requests have higher
bandwidth efficiency.
In the aforementioned example, the bandwidth efficiency of
one coalesced 256B request peaks at 88.89%, while uncoalesced
16B requests only obtain 33.33%. Thus, a 2.67X improvement on
the bandwidth efficiency and 15X control overhead reductions are
achieved through the memory coalescing.
As illustrated in Figure 2, further overhead analysis reveals the
same results. Given the same control overhead for each request, the
growth of the total requested data dramatically enlarges the number
of small request packets, which subsequently induces much larger
control data transactions compared with large request packets.

2.2.3 Applicability. Conventional DMC approaches rely on the
MSHRs or coalescing buffers that merge the outstanding requests
falling into the same cache block while waiting for the response
from the memory. However, these methods sacrifice the flexibility
of request sizes. Once a miss is stored into an newly allocated MSHR
entry, a memory request is immediately dispatched to the lower
level caches or the main memory devices (if miss in the last level
cache (LLC)). In this case, no matter how many outstanding misses
are merged into the same MSHR entry, the dispatched request size
are always fixed to the cache line size and cannot be expanded anymore. Given the 64B cache lines in majority of modern processors
such as the Sky Lake, Cortex A75, etc., memory requests are all
issued in 64B chunks, which are consistent with the burst size of
conventional JEDEC DDR3 and DDR4 memory devices. If the aforementioned coalescing mechanism is simply applied to HMC devices,
the inherent large request packets supported by HMC (128B, 256B,
etc.) are wasted. In other words, the optimized bandwidth in HMC
cannot be realized.
Unfortunately, this problem cannot be addressed by simply enlarging the cache line size. If cache lines are extended to 256B, then
every miss in the LLC will force a 256B request (18 FLITs) to HMC.
In the scenario, we achieve the expected bandwidth throughput
through matching the largest request packet in HMC. However, the
actual requested data could be extremely small (eg., 4B, 8B, etc.),
larger cache lines may further diminish the bandwidth efficiency
compared with the 64B cache lines. In addition, extending the cache
lines may fit the current HMC generation, but this is neither a scalable solution to the future HMC devices nor a portable method to
heterogeneous memory systems.

3 MEMORY COALESCER
3.1 Design Goals
Based on the analyses in Section 2, two major goals need to be
achieved by the memory coalescer. The first goal is to achieve
higher bandwidth efficiency and lower latency through the memory
coalescing on HMC. The second goal is to hide the latency of the
memory coalescing procedure itself. To achieve these goals, the
memory coalescer is positioned between the last level cache (LLC)
and the MSHRs, as shown in Figure 3. The motivation of this design
is three-fold. First, as discussed in Section 2.2, the memory request
size cannot be expanded once it is stored into the MSHRs. Therefore,
the construction of large packets requires the coalescences before
requests approaching the MSHRs.
Second, given data-intensive applications rely on parallel processing frameworks, such as MapReduce, TensorFlow, MPI and
OpenMP, massive memory accesses are spawned simultaneously
from many processes/threads. Even though each process/thread
may exhibit irregular accesses, the aggregated accesses from multiple processes/threads can often lead to consecutive accesses, which
increases the possibility of memory coalescing. In order to leverage
this advantage, it is desired to build a processor-based memory
coalescer that digests the requests from shared LLC, rather than
separate coalescers for each individual cores.
Third, the latency of sorting and coalescing procedures should
to be eliminated. As every miss in the LLC forces an access to main
memory, it usually takes over 100 ns to receive the response. If we
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Figure 3: Architecture of Memory Coalescer Design
sort and coalesce the requests from LLC, then the latency of memory
coalescer can be hided with the memory access time. Therefore,
the requests from LLC are considered as apposite candidates for
memory coalescing. Distinct from the misses in the shared LLC, the
misses in private cache (L1) are very likely to hit in the L2 cache,
that can be addressed within only few nanoseconds. In this case,
the sorting and coalescing of L1 misses will enlarge the latency of
the miss handling. So, it is optimal to place the memory coalescer
hierarchically lower than the LLC.

3.2

Architecture and Workflow

As shown in Figure 3, the detailed design is illustrated in the
dashed rectangle, wherein three major components are introduced:
pipelined request sorting network, DMC unit and dynamic MSHRs.
3.2.1 Pipelined Request Sorting Network. Given the fully pipelined
HMC controller designed to maximize the throughput, multiple
load/store requests are able to be issued before the first request
receives the response from HMC. In this manner, the latency of
memory accesses are overlapped by the pipeline. In order to hide
the coalescing latency, we construct a pipelined request sorting
network based on Batcher’s Odd and Even Merge sorter [12], which
is discussed in detail in Section 3.3. The pipelined request sorting
network is responsible for sorting all memory requests (misses from
LLC), including the load/store miss and write back requests. Once
the sorting completes, the ordered requests are flushed to the DMC
unit. In addition, a stage select chip is designed to enable/disable the
stages of the sorting pipeline and the DMC unit during the runtime.
3.2.2 DMC Unit. The DMC unit is responsible for the firstphase memory coalescing, which constructs large request packets.
When the sorting procedure completes, the DMC unit takes over the
sorted requests and coalesces the adjacent memory accesses into
larger request packets. As soon as the coalescing is accomplished,
the combined requests are immediately pushed into the coalesced
request queue (CRQ), which is an FIFO queue holding the pending
accesses to the MSHRs. The size of the queue is the same as the
number of MSHRs, that ensures the pending requests in the CRQ
can seamlessly occupy all the MSHR entries once available.
3.2.3 Dynamic MSHRs. In order to manage the coalesced requests with diverse sizes, dynamic MSHRs are introduced through

a few extensions. A conventional MSHR entry usually consists of
three segments: requested block address, the hardware-dependent
target information, and a valid bit that indicates whether an MSHR
entry is in use. As the conventional MSHR entry only holds the
misses to a single cache line, the size of the misses is always the
same as the cache line size. However, the size of coalesced requests
could be either one or multiple cache lines. Therefore, a 2-bit segment named size, is appended to each MSHR entry that represents
the coalesced request size. Given the standard 64B cache lines and
HMC 2.1 devices [3], coalesced request size varies from 1, 2 and
4 cache lines, which corresponds to 64B, 128B and 256B HMC requests, respectively. Two bits are used to represent the coalesced
request size in HMC, as 00 for 64B, 01 for 128B, and 10 for 256B.
As forming large coalesced requests may introduce the replacement of multiple cache lines, each subentry needs to notify the
corresponding targets where the missed line resides after the data
has been brought back into the cache. In this manner, merging
coalesced requests in MSHRs introduces the need of recording the
requested line in each MSHR subentry. Thus, each subentry appends a 2-bit segment called line ID to specify which cache line is
requested. The address of the cache line requested by each MSHR
subentry can be derived by the following equation:
Subentry.addr = Entry.addr + Line.ID × Line.size

(2)

The Entry.addr is the base address stored in the MSHR entry and
Line.size refers to the cache line size, which is constant. For example,
if Line.ID is 01 and the block number requested by the main MSHR
entry is N, then the MSHR subentry requests the block N+1.
Scaling this approach would require extending the size and line
ID segment to support the possible larger request packets in the
future HMC generations. Given most MSHR implementations allocate their storage in the cache [7] to leverage inherent parallelized
hardware comparators, a several-bit extension within the general
64B cache blocks is not a big concern, such as the 4-bit (size and line
ID) extension in this work. Additionally, we define a new bit named
T in the MSHR entries to represent the request types (load/store)
as shown in Figure 3, and it is positioned in front of the physical
address bits to facilitate the request merging, which is detailed in
Section 3.4.
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Figure 4: Pipelined Odd-Even Mergesort Network in Memory Coalescer

3.3

Sorting

Parallel sorting networks have long been recognized as an optimal
way to perform the sorting in many-core parallel architectures like
the GPUs. Parallel sorting algorithms such as the bitonic sort [12],
odd-even mergesort [12] and shellsort [31] are designed to speedup
the performance of parallel sorting networks [21, 24, 39]. The oddeven mergesort algorithm not only requires fewest comparators as
compared to shellsort and bitonic sort, but also ensures a stable time
complexity of O (log2 n) in parallel sorting. Therefore, the odd-even
mergesort is selected to construct the pipelined request sorting
network.
If we map the odd-even mergesort into a sorting network that
sorts n requests, where n can be denoted as 2k (k is positive integer), then log n stages are required to complete the entire sorting
procedures. As the depth of each sorting stage are incremented
from log 2 to log n, the depth of entire sorting network achieves
(log2 n + log n)/2. For Instance, Figure 4 demonstrates an example
of odd-even mergesort network, wherein n is 16. The wires represent memory requests from LLC and the arrows indicate comparing
and merging operations between two requests. The entire network
consists of four stages and 10 steps. In the stage 1, requests are partitioned into eight pairs and each pair is sorted to a non-decreasing
order. Then, in stage 2, every two pairs are merged into one larger
sequence and get sorted. The operations are repetitively conducted
until whole request sequences become ordered.
As each request is used at most once within each step, the comparison/exchange operations in the same step could be performed
in parallel. Further, the odd-even mergesort network has a perfect
layout for pipelining. As shown in the Figure 4, once the sequence
of the first 16 independent requests approaches to the second stage,
the next request sequence can subsequently take over the stage
1 and start the sorting procedures. Therefore, if there exists a set
of parallel comparators in each step/stage, then we could leverage
these resources to build a ten/four-stage pipelined sorting network
based on the odd-even mergesort network, as shown in Figure 4.
Further, in order to control the latency of waiting the requests
from LLC, a timeout is defined. Once the pending time of the request
sequence exceeds the timeout, the available requests are immediately sorted by the first stage of pipelined sorting network, no
matter how many requests are obtained from LLC.
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Figure 5: Address extensions in the Pipelined Sorting Network
In addition, if the number of available requests is not greater than
n/2, n/4, n/8, etc., then fewer stages are sufficient to complete the
sorting. Given this scenario, the stage select component is designed
to further optimize the sorting procedure. For example, in Figure 4,
if only 8 requests are received from LLC within the timeout, then
the stage select could optimize the sorting network by disabling
stage 4 and rapidly forwarding the sorted requests to the DMC unit,
once the stage 3 completes.

3.4

Request Handling

Besides the aforementioned sorting networks design, additional
requests management is also considered. As the requests with disparate types (load/store) cannot be coalesced into a single request
packet, it is imperative to differentiate the request types. However,
if the request sequence is sorted regardless of request types, then
differentiations need to be conducted in the DMC unit. In this manner, the types of the adjacent memory requests need to be compared
before every coalescence, which evokes an unexpected overhead.
In order to simplify the request type comparisons, we introduce an elegant methodology based on physical address extensions.
Given only 52 bits (0∼51) are used by the physical address in the
modern 64-bit architectures (such as the X86-64), we can simply
leverage one of the unused bits to specify the request types. Therefore, an extended Type bit is defined as the bit 52, wherein 0 represents load request and 1 stands for the store requests, as shown in
Figure 3. In this case, the addresses of store requests are numerically
larger than the address of all possible load requests. So, the load and
store requests are automatically separated during sorting procedure without any changes to the sorting network or the coalescing
logic. Once the sorting completes, the Type bit as well as the original 52-bit physical addresses are wrapped and dispatched together
to the DMC unit. Hence, request types comparisons are naturally
combined with the address comparisons during the coalescences.
Moreover, when the coalesced requests are stored into the MSHRs,
the Type bit is also written into the T bit of the corresponding MSHR
entry. Even though the addresses of requests issued to the main
memory are still 52 bits, directly comparing the 53-bit addresses
further accelerates the process of merging coalesced requests into
the MSHR entries.
Furthermore, the bit 53 is defined as the Valid bit as shown in
the Figure 5, which represents whether the requests are valid. For
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Figure 6: Two Cases of Second Phase Coalescing Example in
MSHRs
example, suppose n is 16 and only 12 requests are received from
the LLC within the timeout. Then, we just append four invalid
requests to the end of the request sequence by simply setting the
Valid bit to 1. As the request sequence is ultimately sorted into a
non-decreasing order, requests are not swapped in the comparisons
with invalid requests. When forwarding the sorted requests into
the DMC unit, the invalid requests are ignored. In this case, the
correctness of the sorting logic is guaranteed, regardless of the
number of requests.
Additionally, the memory fence operations of the out-of-order
processors are also considered in our design. Once the memory
fence operation is detected, all the previous pending requests are
immediately forwarded to the request sorting network and the
memory fence will be inserted when the stage 1 becomes available
again. It is noticeable that a single memory fence operation will monopolize one entire stage of the pipeline, wherein no other requests
are allowed. In this case, no request could be issued to the memory
until the requests previous to the memory fence operations are
committed.

3.5

Coalescing

In conjunction with the pipelined sorting network, we introduce
a two-phase memory coalescing model to further condense the
number of requests dispatched to the main memory.
The first phase is a two-stage pipelined DMC unit, in which the
large request packets are constructed. In the first stage, the dynamic
memory coalescing (DMC) unit takes the smallest request address
(obtained in step 7 of the sorting network) as the base address,
and simultaneously compare it with all the other requests If the
physical addresses of one or more requests are identical/contiguous
to the base address, and the total read/write data size does not
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exceed the maximum HMC request packet size, then the requests
are coalesced into a larger packet in the second stage. Otherwise,
no coalescence occurs and the uncoalesced requests are directly
pushed to the coalesced request queue (CRQ).
The second phase coalescing is performed between the requests
in CRQ and MSHR entries, wherein the request sizes stay constant.
Before allocating the new MSHR entry, the request is simultaneously compared with all the MSHRs through inherent hardware
comparators. If the coalesced requests access the same or only a
subset of the data requested by the existing MSHR entries, then the
coalesced requests are merged into the existing MSHR as a subentry.
If only a portion of the requested blocks are common between the
coalesced request and the MSHR entry, then only the overlapped
blocks can be merged as subentries while the rest needs to reside
in a new MSHR entry. Other than the aforementioned two cases, a
new MSHR entry is allocated to store the coalesced request. Overall,
through merging the coalesced requests into MSHRs, the number
of overall memory accesses are further dwindled.
For example, as shown in the case A of Figure 6, there exists one
coalesced load request named request 1 and an MSHR entry: MSHR
1. The red arrows indicate the variations of coalesced requests and
MSHR entries before and after the second phase coalescing. As we
can see, request 1 and MSHR 1 have the same block number (0xA8),
while the data requested by request 1 (128B) is only a subset of that
in MSHR 1 (256B). Thus, the request 1 is merged into the MSHR 1
as two subentries with the line ID 00 and 01 that request the block
0xA8 and 0xA9 respectively.
While the Case B in Figure 6 illustrates another situation that
only one block (0xA8) is requested by both the load request 2 and
MSHR 1. In this case, request 2 is broken into two small request
packets and the overlapped part is merged into MSHR 1. Then the
rest part is stored into the newly allocated MSHR 2.

4 OVERHEAD AND OPTIMIZATIONS
4.1 Pipelined Request Sorting Network
Regarding the depth of each pipeline stage, there exists two main
choices: using the step or stage of the odd-even mergesort networks.
If we denote the time of each sorting step as τ and n is 16, then
the time to go through the entire pipeline is 10τ . From the perspective of time complexity, the best case is constructing a 10-stage
pipelined request sorting network, in which the execution time of
each stage is τ . However, this option requires 160 request buffers
and 63 comparators, which elevates the space complexity. From the
perspective of space complexity, the favorable case is enlarging the
depth of each stage to reuse the request buffers and comparators.
So, through optimizing the depth of the pipeline to the stages of the
odd-even mergesort algorithm, a 4-stage pipelined request sorting
network is obtained as shown in the Figure 7. In this case, the 1st
and 2nd stage of the pipeline consists of step 1 ∼ 4 , with 2 steps
per stage. The rest 6 steps are evenly distributed in the stage 3 and
4. Overall, an ordered request sequence is obtained in every 3τ with
only 64 request buffers and 36 comparators. Compared with the
10-stage sorting pipeline, it evokes a 2τ -delay but dramatically cuts
off the space complexity.
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Figure 7: The 4-stage Pipelined Sorting Network with 16 requests per Sequence

In addition, each stage of the pipeline also serves as the buffer
that holds pending requests. Thus, we can squeeze the size of existing miss/write-back queue of LLC and reposition these saved
buffers into the request sorting network. In this way, the actual
space overhead of the pipelined sorting network are only the 32
comparators. Further, as the request comparisons and exchange in
each step are fully parallelized, τ could be as small as 2 clock cycles
per operation (totally 4 cycles). In this manner, the 3τ -delay is only
around 3.64 ns given a 3.3GHz clock rate, which is affordable compared with the memory access latency of HMC (≥ 100ns). Therefore,
the optimized 4-stage pipeline is applied to the introduced request
sorting network based on the aforementioned analyses.

4.2

DMC Unit

As described in section 3.5, once the requests become sorted, the
memory coalescing procedure is very fast. In the best case, all the
requests in the sorted sequence are coalesced into a single HMC
request by a single comparison and coalescence. While in the worst
case, none of requests are coalescable, wherein one request is dispatched to the coalesced request queue (CRQ) after each comparison. Therefore, there is no possible delay of feeding the requests to
the CRQ and detailed evaluations of the latency are discussed in
Section 5.3.3
In the second phase of coalescing, we further optimize the request
merging in MSHRs. When all the MSHRs are packed, the requests
in CRQ are simultaneously compared with all the MSHRs through
inherent hardware comparators in MSHRs, following the order of
FIFO. In this manner, all the requests in CRQ have the chance to be
merged into MSHRs at the meantime of memory accesses, rather
than just waiting for the MSHR entries become available.
Additionally, if there exist available MSHR entries but the CRQ
is empty, the stage select will disable the request input to the memory coalescer, which allows the raw requests bypass the memory
coalescer and directly approach to the MSHRs. Once no MSHR is
available, stage select signals the memory coalescer to resume the
coalescing. This mechanism always keeps the MSHRs busy and further eludes the latency of going through the entire sorting pipeline
and DMC unit when the programs are first booted or encountered
with the blocking calls (I/O or thread communications, such as the
MPI).
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Figure 8: Coalescing Efficiency of the Memory Coalescer

5 EVALUATION
5.1 Implementations
The memory coalescer is constructed with a small, embedded RISCV core that implements the basic RISC-V RV64I instruction set.
We first compile the selected test suites with the RISC-V GCC
compiler and execute these applications on the standard RISC-V
Linux system image supported by the RISC-V Spike simulator. Next,
we design a memory tracer in the Spike simulator to obtain the
memory traces from the LLC that interoperates with the memory
coalescer. When the applications are running, the memory tracer
routes memory footprints from the LLC to the memory coalescer.
The raw requests are then sorted and coalesced into HMC requests
by the light-weight microcode, according to the mechanisms of the
aforementioned request sorting network and the DMC unit. Once
the packetized HMC requests are constructed by the microcode, the
coalescer positions the coalesced HMC requests into the coalesced
request queue (CRQ) and the runtime library provides the support of
the second phase request coalescing and merging based on MSHRs.
After the responses are obtained from the HMC, the MSHR entries
are freed and the misses in the LLC are subsequently satisfied.

5.2

Benchmarks and Environment

We select 12 benchmarks to evaluate the performance of the memory coalescer, which represent diverse irregular/random memory
access patterns in data-intensive applications, including the Scatter/Gather (SG), HPCG, SSCA2, STREAM, Barcelona OpenMP Tasks
Suite (BOTS) and NAS Parallel Benchmarks (NAS-PB) [2, 10, 11, 16,
30]. The simulated infrastructure is running on 12 CPUs (3.3GHz)
with 16 MSHRs in LLC and the 8GB HMC (configured with 256Bblock addressing).

5.3

Results and Analyses

5.3.1 Coalescing Efficiency. First, we define a metric, coalescing
efficiency, to characterize the performance of coalescing through
measuring the proportion of coalesced requests. Then we run each
benchmark and capture the number of reduced memory requests
and LLC misses to derive the coalescing efficiency. Once the statistics are recorded, we compute the memory coalescing efficiency
of the memory coalescer across all the benchmarks. In order to
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Figure 9: Bandwidth Efficiency of Coalesced and Raw Requests

Figure 12: The Average Latency of coalescing in the DMC
Unit

Figure 10: Coalesced HMC Request Distributions of HPCG

Figure 13: Average Time Cost of Filling up the CRQ

Figure 11: Bandwidth Saving

compare the conventional MSHR-based coalescing with the proposed memory coalescer explicitly, we also measure the coalescing
efficiency when only enabling the DMC unit (first phase) or the
MSHR-based coalescing (second phase). As illustrated in Figure 8,
conventional MSHR-based memory coalescing and the DMC unit
coalesce 31.53% and 38.13% memory requests on average, respectively. The combination of two phases achieves an average coalescing efficiency of 47.47%, which suggests the proposed memory

Figure 14: Average Latency of the Memory Coalescer with
Different Timeout (T)

coalescer reduces nearly half of the memory requests to the HMC
device. It is evident that the memory coalescer outperforms the conventional MSHR-based coalescing methods. Overall, the DMC unit
exceeds the coalescing efficiency of the conventional MSHR-based
DMC and the combined two-phase coalescing model exhibits the
best performance.

Memory Coalescing for Hybrid Memory Cube
5.3.2 Bandwidth Utilizations. Besides the request reductions,
we also compare the bandwidth efficiency (Equation 1) between
transferring the coalesced and raw requests. As shown in the Figure 9, the average bandwidth efficiency of the raw requests is only
7.43%. In contrast, conveying the coalesced requests attains a bandwidth efficiency of 27.73%, which is approximately 4X improvement
on the bandwidth utilization exhibited by the memory coalescer.
Further, this bandwidth utilization advantage is enlarged when the
majority of memory requests are much smaller than the size of
normal 64B cache blocks (2B, 4B, 8B, et al.), whereby each request
resulted from the cache miss triggers 96B data transactions (64B
data and 32B control cost). In this case, the majority of memory
bandwidth is wasted on unnecessary data transfer.
Another observation reveals that the high coalescing efficiency
does not always guarantee the high bandwidth efficiency. For instance, over 42.35% requests in HPCG are coalesced while its bandwidth efficiency is only 20.02%. In order to investigate the reason of
the low bandwidth efficiency, we coalesce the requests based on the
actual requested data size rather than the cache line size, and then
plot the coalesced request distributions. As illustrated in Figure 10,
the majority of memory requests in HPCG are small requests (16B,
32B, etc.), wherein 40.25% of the coalesced requests are 16B loads
(249.85 million). Given that 16B is the minimum granularity of the
request size, we could infer that majority of the raw requests are
sparsely distributed in the memory without sufficient spatial locality. Further, the miss handling policy aggravates the situation
by forcing 64B load requests to satisfy each 16B payload, which
further degrades the bandwidth efficiency.
In order to quantify the memory coalescer’s impact on bandwidth, the total bandwidth savings are also measured. As reported
in the Figure 11, the memory coalescer saves, on average, 33.25GB of
unnecessary control data transfer across all test cases. Notable bandwidth savings are observed in the LU and SP, wherein 124.77GB and
133.82GB of redundant control overhead are reduced, respectively.
Furthermore, noticeable bandwidth savings are also achieved in
the test cases such as HPCG, SSCA2, and FT. Overall, the memory
coalescer reduces the data transfer and increases the bandwidth
utilization significantly.
5.3.3 Latency and Performance. Furthermore, we also investigate to understand the latency of the memory coalescer. In our
simulations, the comparison and merge latency between requests
are both defined as two clock cycles and the memory coalescer is
tested with a 3.3GHz clock rate. As shown in Figure 12, the latency
of the DMC unit tested on all benchmarks are lower than 9 ns. On
average, DMC unit takes 7.1 ns to compare and coalesce the sorted
request sequences, which is over 10 times faster than the memory
accesses.
In order to occupy the MSHR seamlessly as soon as it becomes
available, ample pending requests in the CRQ are always desired
to fill all the MSHRs. Given the size of CRQ is equivalent to the
number of MSHRs (16), CRQ needs to be filled up within the memory access time. Therefore, we measure the time cost of filling the
CRQ to validate our design, as shown in Figure 13. On average,
only 15.86 ns are required to fill the CRQ, which can be hided well
with the memory access latency. It is also worthy of noting that
better coalescing efficiency may evoke higher latency in filling the
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Figure 15: Performance Improvement with Memory Coalescer

CRQ. For instance, the coalescing efficiency of the FT benchmark
is the best (75.52%) across all test suites, while it evokes highest
latency (34.76 ns) in filling the CRQ. The most crucial factor that
results in this circumstance is the coalescing latency in the DMC
unit. As described in Section 3.5, the requests are first compared
in the DMC unit, if they are not contiguous, then the requests are
directly dispatched to the CRQ. In this case, the coalescing stage is
bypassed, such that the latency of coalescing is avoided. Oppositely,
as 75.52% requests from FT are coalescable, more time is consumed
by the coalescing stage in the DMC unit, thereby decelerating the
speed of pushing requests into the CRQ.
In addition, we also investigate the performance impact of the
timeout (introduced in Section 3.3) on the overall latency. As shown
in Figure 14, an incremental trend of the overall latency is witnessed,
following the growth of the timeout (16 ∼ 28 cycles). It is also
worthy of noting that the latency maintains the same while the
timeout increases from 16 to 24 cycles in benchmarks such as the
EP, SG, SP, etc., which reveals the fact that coalescing overheads
initially dominate the overall latency when the timeout is small.
However, the latency of the sorting network becomes a decisive
factor while the timeout reaches 28 cycles, wherein redundant
latency is involved in all benchmarks except the FT. Therefore, it is
ideal to equate the timeout with the average coalescing latency.
Finally, we record and analyze the runtime statistics in order to
study actual application speedup using our approach. As reported
in the Figure 15, the majority of test cases demonstrated the runtime
improvement by over 10%. Particularly, the performance improvement of FT and SparseLU achieved 25.43% and 22.21%, respectively.
On average, the memory coalescer delivered 13.14% performance
gain across all test suites. These results indicate that our approach
has a positive impact on the performance of data-intensive applications.

6

CONCLUSION

In this study, we have presented a novel memory coalescer methodology, including the pipelined request sorting network, the DMC
unit, and dynamic MSHRs design. The memory coalescer can largely
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reduce the latency of massive memory accesses and boost the bandwidth efficiency through an efficient and scalable coalescing interface for HMC. Through extending the request merging capabilities
in MSHRs, the efficacy of coalescing is further enhanced. We have
carried out extensive simulation and evaluation based on RISC-V
cores, and the evaluation results are promising. The evaluation
results show that the memory coalescer eliminated an average of
47.47% memory accesses to HMC and improved the overall performance by 13.14% on average. These results confirm the potential
of the newly proposed memory coalescer from three orthogonal
perspectives of efficiency, bandwidth, and latency. Its methodology
can have an impact on architecture design for growingly critical
data-intensive applications.
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