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model (SMM) and a hybrid memory model (HMM)[1][3].
The SMM approach seems only one uniform memory
model (distributed memory model or shared memory model)
from the views of programmers. A mechanism is used to
unify the memory model. SMM includes pure message
passing SMM and pure shared memory SMM. HMM offers
the programmer two-level parallelism. Intra-node
computation utilizes a multi-threaded programming style.
Inter-node programming is based on message passing.
In both cases of SMM and HMM, the most significant
issues to the programmers are performance and portability.
From this point of view, we will mainly discuss the hybrid
programming model of MPI+OpenMP in this paper. This
model uses OpenMP for shared memory parallelism inside
the node and MPI for message passing between the nodes.
We investigate the implementation mechanism of
MPI+OpenMP on CLUMPs. We also test several programs
on Dawning3000 super parallel computer, which is a cluster
of SMP, and analyze the performance of this model
according to our experiment results.
In Section 2 we will introduce Dawning3000 system.
Then in Section 3 we analyze the hybrid programming
model. In Section 4 and 5 we give the results and analysis
of the experiments on Dawning3000 and get some
conclusions of the hybrid programming model. Finally, we
will present some related works and summarize our
conclusions.

ABSTRACT
SMP cluster (CLUMPs) architecture has been widely
used to provide scalable high performance computers
recently. One distinctive feature over traditional parallel
computer architecture is its hybrid memory model, shared
memory inside the node and message passing between the
nodes. In this paper, we study the hybrid programming
model of MPI+OpenMP on CLUMPs architecture. We
analyze the implementation mechanism of MPI+OpenMP
and give some suggestions about this hybrid programming
model on CLUMPs. We also conduct experiments on
Dawning3000 super parallel computer, which is CLUMPs
architecture, and analyze the results. According to the
analysis result, we drew several significant conclusions
about MPI+OpenMP programming model on CLUMPs,
such as the effective number of threads in one SMP node,
memory bus competition and etc.
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1. INTRODUCTION
Recently, Symmetric Multiprocessor System (SMP)
has become widely available both as computational server
and as node for high-performance parallel computing. Some
famous supercomputer manufactures, such as IBM and
Compaq, use SMP cluster(also called CLUMPs, CLUsters
of MultiProcessors) to provide scalable high performance
computers. The SGI/CRAY Origin2000 is an early example
of this architecture. IBM SPs, Compaq SC Clusters and
Dawning3000 are also CLUMPs. It has been clear that the
future high performance computers will be based on this
architecture.
The CLUMPs architecture raises an issue that which
programming model is suitable for it. We know there are
mainly two traditional programming models for parallel
computer, shared address space model for shared memory
architecture and message passing model for distributed
memory architecture. However, the CLUMPs has the hybrid
memory model, shared memory inside the node and
message passing between the nodes. This feature raises two
main programming models on CLUMPs, a single memory
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2. DAWNING3000 SYSTEM
The Dawning3000 system is designed by National
Research Center for Intelligent Computing Systems of
China[9]. It is a supercomputer with CLUMPs architecture.
It consists of 64 computing nodes(with 375MHz Power3-II
microprocessor) and 6 service nodes(with 400MHz
PowerPC RS64-III microprocessor). Each node is a 4-way
SMP running IBM AIX4.3.3 operating system. All nodes
are interconnected through three networks: Fast Ethernet,
Myrinet and a serial network for diagnosis. The peak
performance of Dawning3000 is 403.2 Gflops.
A communication library called BCL (Basic
Communication Library) is designed and implemented on
Dawning3000 system. BCL provides basic communication
primitives
including
communication
driver
and
communication library. BCL sustains message passing and
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the performance of threads is only a little better than that of
OpenMP. (4) The simplicity has more weight than the
efficiency while both of them are with high performance.
Considering all these factors, we conclude that choosing
OpenMP for intra-node computation is better. So we
recommend the programming model of combination of MPI
(for inter-node computation) and OpenMP (for intra-node
computation) on CLUMPs.
Fig.1 illustrates our hybrid programming model of
MPI+OpenMP for CLUMPs. There is only one MPI process
in a node. The MPI process initializes MPI first. Then MPI
process does some local computation and communicates
with other nodes. In the main computational section, the
hybrid programming model uses several OpenMP threads to
accelerate the computation. There are two methods of using
OpenMP threads in the MPI process: insert OpenMP
directives in the MPI source code directly or put the
OpenMP section in one procedure and call it from the MPI
process. In the OpenMP section, we initialize OpenMP first
and then compute the task by multiple threads. At last we
synchronize threads. The last work in the MPI process is to
summary the results and finalizes the MPI.

has message order, flow control and system cache
management. BCL also sustains message zero copy and
transmission. MPICH is planted on Dawning3000 based on
BCL and is called MPI_BCL. The API of MPI_BCL is
completely the same as MPICH 1.1. It is consistent with the
MPI1.1 standard.

3. HYBRID PROGRAMMING MODEL OF
MPI+OPENMP AND ITS
IMPLEMENTATION
3.1 MPI and OpenMP
MPI is the standard of message passing interface[11]. It
is one of the most popular programming models on the
distributed memory systems, such as cluster or CLUMPs.
For the CLUMPs architecture, the MPI applications can be
supported by SMP. One of the methods using SMP support
is to use the MPI-PM/CLUMP library[14]. MPI-PM/CLUMP
supports to spawn multiple processes on one SMP node.
Another method is to use the hybrid programming model of
MPI+OpenMP. We recommend the MPI+OpenMP on the
CLUMPs because multiple processes in MPI-PM/CLUMP
consume resource highly and compete the memory
bandwidth, bus bandwidth and network bandwidth
drastically in SMP node. On the contrary, the
MPI+OpenMP uses threads in SMP node and a thread
consumes less resource than a process.
OpenMP derives from the ANSI X3H5 standards
effort[13]. It is a set of compiler directives and runtime
library routines that extend a sequential programming
language to express shared memory parallelism. The
language is extended by a collection of compiler directives,
library routines, and environment variables. For the
CLUMPs architecture, the OpenMP applications can be
executed correctly on one node without any change. But if
we want to utilize other nodes to accelerate the execution,
we must adopt MPI+OpenMP programming model.

3.3 Programming Mechanism of MPI+OpenMP
The combination of MPI+OpenMP has two
approaches: fine grain parallelization and coarse grain
parallelization[2,3,4,5]. The fine grain method is to put
OpenMP directives inside the code surrounding the
computing loop nests. On the contrary, the coarse grain
method is to use a SPMD OpenMP approach. The OpenMP
parallel directive is used at the outermost level of the
program. Because most parts of the computational section
are the loop nests, we argue that the parallelization of loops
is enough to get high performance on the CLUMPs. Some
optimizations of the parallelization will increase the
performance further. For this reason, we recommend the
fine grain parallelization.
But there are often a number of loops in the program.
Which loop should we choose to parallel? The experiments
show that the following several rules are useful to the
selection. (1) The selected loop should occupy a substantial
part of the execution time of a procedure. We should choose
the most time consuming computations to parallel with
OpenMP to improve the compute speed. If the running time
of the loop is very small, it can’t improve well to parallel it
with OpenMP. (2) The parallelization of the loop will bring
the overhead because of the initial, barrier and other factors
of OpenMP. It should improve the efficiency although the
parallelizaiton itself will bring the overhead. If the overhead
takes more weight than the reduced execution time, the
parallelization is not worthwhile. This point also means the
loop with a large computation is suitable to be parallelized.
(3) The last and the most important one is the parallelization
can’t change the semantic meaning of the counterpart of
serial program. This case maybe occurs because the loop
often encompasses an iterative calculus with inter-iteration
dependencies[3].
Some optimizations of the parallelization can improve

3.2 Combination of MPI and OpenMP
From the discussion above, we know that the hybrid
programming model is one of the main programming
models of CLUMPs. We should choose MPI for inter-node
programming because it is message passing model between
nodes of CLUMPs. But we have some choices for the
intra-node programming. We can use threads of the
operation system directly or use the OpenMP[7]. We
recommend to choose the OpenMP for the following
reasons. (1) The essential mechanism of OpenMP and
threads is identical: all of them are implemented by threads
of the operation system. (2) OpenMP is more simple and
available. The using of threads directly needs the mutex and
synchronization between threads, but OpenMP doesn’t need
to do this work. The OpenMP is obviously easier to use
than the direct threads of operation system. (3) Although the
direct threads can provide more efficiency and flexibility,
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the performance more efficiently[6]. The following basic
factors should be mainly considered while parallelizing: (1)
Ordinarily, we should not communicate in the threads. The
communication of the threads in one node will drastically
increase the message traffic. If it really needs the
communication, the communication times in the OpenMP
threads should be reduced to the minimum. Generally, it is

better to perform message passing in the outside of threads.
(2) We should reduce the synchronization times of the
OpenMP threads as possible as we can. (3) If there is a large
computational loop, which is not parallelizable without any
change, we should attempt to make this loop parallizable
through rewriting it.
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Fig.1 Hybrid Programming Model: MPI+OpenMP for SMP Clusters

3.4 More about MPI+OpenMP

4.2 Experimental Results

The MPI implementation must be thread safe to utilize
OpenMP threads in MPI process.
In the MPI parallelization level, we can also improve
the performance. We should exert our best to reduce the
communication times and improve the data size of one
communication. The lower the data size of each
communication, the higher times of communication. The
frequent communication will significantly decrease the
performance. And if possible, we’d better overlap
communication by computation[7].
The hybrid model of MPI and OpenMP requires the
programmer take care of both the programming models. It
seems a little difficult to a programmer. Some researchers
have also begun to develop a more comfortable
programming environment for CLUMPs[8].

(1) Explicit Laplace Equation Solver
Fig. 2 and Fig. 3 show the execution time and the
speedup of the Explicit Laplace Equation Solver on 1, 2 and
4 nodes with 1, 2 and 4 threads respectively.
We run each case for 2-4 times and adopt the average
of them as the final result. The case one thread on one node
represents the serial situation. Other cases represent the
parallel situations. In the two figures, horizontal coordinate
is the product of the number of nodes and the number of
threads on one node. That is the total number of threads.
The vertical coordinate is the execution time and speedup
respectively. The speedup of the Explicit Laplace Equation
Solver is good on Dawning3000. The ideal speedup line in
Fig.3 represents the ideal speedup in each case. We find the
practical speedup is near to the ideal. But when the number
of nodes increases and the total number of threads keeps
unchanged, the speedup decreases a little.

4. EXPERIMENTS ON DAWNING3000
4.1 Experimental platform
Dawning3000 was used as the experimental platform.
Each node consists of 4 375MHz Power3-II
microprocessors. All nodes are connected by a Myrinet
network[10] with mesh topology. Each node runs IBM AIX
4.3.3 operating system. The programming environment
includes MPI_BCL, IBM XLF and XLC 5.0. XLF and XLC
5.0 support OpenMP directives. Most of our programs were
tested on 1, 2, 4 nodes. On each node, there are 1, 2, 4 and 8
threads respectively.
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5. EVALUATION OF THE EXPERIMENT
RESULTS ON DAWNING3000

(2) NAS Benchmark CG (Data size = Class A)
Fig. 4 and Fig. 5 show the execution time and the
speedup of the NAS Benchmark[12] CG on 1, 2 and 4 nodes
with 1, 2 and 4 threads respectively. The data size we
selected is class A. In these two figures, the horizontal axis
and vertical axis are the same as the Fig. 2. The results of
the CG on Dawning3000 seem not very good. When the
number of nodes keeps fixed, the speedup increases slowly
as the number of threads increase. It is because that CG is a
memory intensive workload. When CG runs on the fixed
number of nodes but the number of threads increases, the
memory competition will increase quickly. So the speedup
is not too good. But if we consider the cases that the
number of threads keeps fixed but the number of nodes
varies, the speedup is still good.

5.1 CLUMPs improves the performance of cluster
In the Laplace experiment, if the number of threads on
one node is fixedly one, the speedup of 1, 2 and 4 nodes
represents the speedup of cluster. We find the speedup of
CLUMPs is clearly better than the cluster when the total
number of threads (the product of the number of nodes and
the number of threads in one node) is the same. For
example, the speedup of the CLUMPs with 2 nodes and 2
threads is about 3.34, but the speedup of the cluster with 4
nodes (one thread on each node) is only 3.01. We attribute
this improvement to at least the following three reasons: (1)
CLUMPs reduces the distribute data time compared to
cluster; (2) CLUMPs also reduces the large amount of
communication overhead; (3) CLUMPs needs less barrier
time generally. CLUMPs architecture which uses SMP as
the node of cluster obviously improves the performance of
cluster. From the programming view, the OpenMP is the
first choice of SMP programming and the MPI is the best
choice of cluster programming. The hybrid programming
model MPI+OpenMP exploits all the features of CLUMPs.
5.2 CLUMPs improves the scalability of SMP
The Laplace experiment also demonstrates that
CLUMPs improves the scalability of SMP. From the
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following discussion, we know the performance of SMP is
still good when the number of threads in one node is the
number of processors. However, if the number of threads
becomes more, the performance decreases quickly. This is
the performance bottleneck of SMP. The scalability of SMP
is very poor and it is very difficult to increase processors to
improve the performance. If we want to improve the
performance more, the CLUMPs is just the choice. When
some SMPs are connected to a cluster, the OpenMP
programming is not enough and the MPI is needed. The
hybrid programming model is obviously fitted to the
CLUMPs.
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Fig. 6 shows the execution time of the Laplace
experiment on one node. Fig. 7 shows the speedup of the
experiment.
We run the program on one node with 1, 2, 4, 8 and 16
threads. From the figures, we can easily find that in the case
of 2 and 4 threads we get a manifest decrease of the
execution time. The speedup of these two cases is also
excellent. The broken line in the Fig.7 represents the ideal
speedup. But in the case of 8 and 16 threads, we find the
execution time dramatically increases and the speedup is
decreased quickly. For example, the speedup of the case
with 4 threads is about 3.57 but the speedup with 8 threads
is only 1.63. We analyze this phenomenon and conclude
that this situation occurs because the threads compete the
bus bandwidth in one node. So if we program for the
CLUMPs, we should use threads no more than the number
of processors in one SMP node.

5.4 Memory Bus Competition
In the NAS benchmark CG experiment, the hybrid
programming model shows a low speedup. The reason is
that the CG is a memory intensive problem. When we use
hybrid programming model on the CLUMPs, the memory
bus competition is a serious problem for this kind of
memory intensive applications. In this example, when the
number of nodes is fixed, the speedup increases very slowly
as the number of threads inside nodes increases. It is
because that the memory bus bandwidth competition
becomes more and more serious as the number of threads
increases. On the contrary, if the number of threads inside
nodes is fixed, the speedup is still very good as the number
of nodes increases, which can be seen from Fig.5. It is
because that it will not raise the memory bus competition to
increase nodes to compute. To solve the memory bus
competition problem we should improve the memory bus
bandwidth (hardware method) or use more nodes as
possible as we can to compute.
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We compare three cases in the Laplace experiment.
One case is 1 node with 4 threads, the second case is 2
nodes with 2 threads in each node and the third case is 4
nodes with 1 thread in each node. The total number of
threads is the same. But we notice that the speedup of the
three cases is about 3.57, 3.34 and 3.01 respectively. The
main factor that affects the speedup is the different message
passing time of three cases. In the first case, there is no
communication time between MPI processes. In the second
and third case, the communication time becomes more and
more. The performance of Laplace Equation Solver
decreases because of the more and more message passing
overhead. Of course, in some cases the message passing
time is negligible because the computational time is large
enough compared to the communication time. But when the
computational time is near to the communication time, the
message passing overhead will affect the performance
heavily.
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Investigating the performance of two programming models
for clusters of SMP PCs, Proc. of the 6th IEEE Symp. on
High-Performance Computer Architecture (HPCA-6),
January 2000.

6. RELATED WORKS
A Pentium pro pc-based SMP cluster was built and its
experience and programming model are described in [7,8].
The author gives the results of hybrid model of several test
programs. But the model they used is MPI + Solaris thread.
Intra node parallelization of MPI programs with
OpenMP is presented in [3]. The author gives one kind of
loop-level parallelization. The comparison between pure
MPI and hybrid model can be found in [2,5]. The author
gives some NAS benchmark results of the two models.
A dual-level parallel analysis of using MPI and
OpenMP is described in [6]. The author gives their hybrid
parallel of harbor wave response application. They used the
coarse grain parallel.
Some researchers have also begun to develop a more
comfortable programming environment for CLUMPs[8].

[3] Franck Cappello and O. Richard, Intra-node
parallelization of MPI programs with OpenMP, Report
TR-CAP-9901,
URL:
http://www.lri.fr/˜fci/goinfreWWW/1196.ps.gz, LRI, 1998
[4] Karlsruhe, Programming for Clustered SMP Systems
Using OpenMP and MPI, Result and Review Workshop,
Oct. 4, 2000.
[5] Franck Cappello and Daniel Etiemble, MPI versus
MPI+OpenMP on the IBM SP for the NAS Benchmarks.
[6] S. W. Bova, C. P. Breshears, C. Cuicchi, Z.
Demirbilek, H. A. Gapp, Dual-level Parallel Analysis of
Harbor Wave Response Using MPI and OpenMP,
International Journal of High Performance Computing
Applications, Spring 2000.

7. CONCLUSION
In this paper, we investigate the hybrid programming
model of MPI+OpenMP on CLUMPs architecture and
evaluate the results of experiments executed on
Dawning3000. First, we analyze the implementation
mechanism of MPI+OpenMP on CLUMPs and illustrate
our programming model on Dawning3000. Second, we give
some suggestions about hybrid programming for CLUMPs.
Third, we test several experiments on Dawning3000 system
and analyze the results. We find that the hybrid
programming model can generally get a good speedup on
CLUMPs. According to the analysis, we draw several
conclusions: CLUMPs improves the performance of cluster
and increases the scalability of SMP; the hybrid
programming model of MPI+OpenMP just exploits all the
distinctive features of CLUMPs and it is very suitable for
CLUMPs; the effective number of threads in one SMP node
is the number of processors in the node; the memory bus
competition will become serious in some memory intensive
applications; communication time between MPI processes
will affect the performance when the computational time is
not large enough than the communication time.

[7] Y. Tanaka, M.Matsuda, M. Ando, K. Kazuto and M.
Sato, Compas: A pentium pro PC-based SMP Cluster and
its experience, IPPS Workshop on Personal Computer
Based Networks of Workstations, pages 486–497. LNCS,
1998.
[8] Mitsubisa Sato, Real World Computing Partnership,
Japan, Compas: a PC-based SMP cluster, IEEE
Concurrency.
[9] Ninghui Sun, The Technical Report for the
Dawning3000 Superserver, National Research Center for
Intelligent Computing Systems, 2000
[10] N.J.Boden, D.Cohen, R.E.Felderman, A.E.Kulawik,
C.L.Seitz, J.N.Seizovic and S.Wen-King, Myrinet – A
Gigabit-per-second Local-Area Network. IEEE MICRO,
Vol.15, No.1, pp.29-36 (1996).
[11] The Message Passing Interface (MPI) Standard,
http://www.mpi-forum.org/
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